Introduction

Introduction

This book demonstrates the process of creating a language compiler for the CLR. It
contains a mixture of generic compiler construction topics and topics specific to
compiling for the CLR.

How it came to be

For many years, | wanted write a compiler. | read, or tried to read, a lot of books on the
subject. Two things about these books consistently turned me off: one, they were, one
and all, written using language familiar to mathematics and computer science students,
but Greek (may a time, literally) to the rest of us. Two, almost all of them were full of
information about sundry alternate means to read source code and understand it, but
contained precious little information about how to generate machine code, and
specifically mabine code for the only kind of machine that | had handy; x86.

Then, | hit the jackpot; | read a brilliant article series called "Let's Build a Compiler” by
Dr. Jack Crenshaw. | love Dr. Crenshaw's approach of learning by doing, showing ONE
way of doing tings while mentioning that there were others, avoiding jargon until
unavoidable and explaining it lucidly when not, and above all, keeping it simple. This
article series taught me more than all the books | had read so far, and even the books
started makingnore sense after | finished the series. "Let's Build a Compiler”, © Jack
Crenshaw, is definitely recommended reading for anyone who wants to learn about how
compilers are built.

When the CLR appeared, | was delighted with the features provided for covmpiiérs,

and quickly wrote my first CLR compiler. As happens very often with gaiukvery-

dirty projects, a month later, | could not read what | had written. So | startedkirg it,

this time being careful to document what | wrote. The documentetiovhat chapters

two and three of this book became.

Goal

The goal of this book is tehowyou howto create a language compiler for the CLR.

That's it. This book does not aim to teach you everything about compiler construction
theory. In fact, we will nbeven discuss several "pure theoretical” topics. Instead, we will
discuss several topics which are important in creating compilers for the CLR, but not
applicable elsewhere.

This is not to say we will not learn anything about generic compiler construction
Whenever we actually implement a compiler construction technique, we will discuss the
theory behind it, and also discuss alternative implementations. And we will implement
basic as well as advanced principles; for instance, we will be implementing (and
discussing) scanning and parsing, code generation, strong data typing, and optimization.

The Approach

| have been heavily influenced by Dr. Crenshaw's approach, and this book tries to follow
it closely.



To begin with, this is a "learn by doing" book. Eatfapter begins with a goal, and then
builds code in steps, trying to achieve that goal. You need to start reading each chapter
from the beginning, and run the code examples when you come to them. Whereas we will
discuss a lot of the things we do, muchhe thaterial to be learned is going to be in the
code itself. So, running and understanding the code is essential.

Also, each chapter builds on the work of the previous chapter, so the whole book needs to
be read, and the code run, in sequence. A coupimes$ in the book, we will stop and

change our approach, and possiblaetor our code to match. Consider this as creating
multiple versions of our compiler.

Secondly, my aim is to create a compiler for the CLR in such a way that the process of
creatingit can be examined and understood. We are not trying to produce a template for
creating all kinds of compilers. Nor are we trying to write the best, fastest, most reusable,
or the most elegant compiler possible. Therefore, preference will be given tbiligada

and understandability, over reusability, performance and above all, elegance. This applies
both to compiler construction principles aié coding technique. For instance, we will

begin by building an LL (1) parser, whereas mostliéacompilersnowadays use

LALR parsing, because LL (1) is easier to explain and understand. (For those of us who
hate jargon, | promise you will be able to make sense of that last sentence by the end of
chapter 3.) In the same vein, the code, at least initially, @&t Imore towards a

"procedural” approach, whereas the current trend is to create completelyarlgeted
compilers. | just find it easier to explain initially if it is more procedural. Before the book

is over, we will create a more objemtiented comper.

Thirdly, | believe nothing provides better comprehension than running code (or code
being debugged) that produces predictable output. Therefore, at the end of every chapter,
startingwith chapter 2, we will have a running compiler, which will prodane

executable file which can also be run. We will not mess with intermediate representations
or "assembler” code. The CLR is a brilliant environment for compiler writers in this
respect.

Finally, | reiterate that the aim is to examine and understand dleegs of building a

working compiler. To that end, | use one approach, although many alternatives are
possible. There may be differences of opinion over how we implement a certain part of
the compiler. This is good, and | would appreciate any feedbaaki@ctions, via my-e

mail addressUnfortunately, unlike twaf my idols, Dr. Donald Knuth and Mr. Bruce
McKinney, | cannot offer a reward for these.

The development language

The code in this book has been written using Microsoft Visual Basic.NET, ocdyibe

that is my language of preference. | have a chronic dislike of semicolons, "curly brackets"

and case sensitivity. It could very well be written using C#, or any other CLR language.

In fact, if someone volunteers to bring out a version of the book asiy other

language, | will be happy to collaborate. Just let me know.

Il n many ways, the approach itself is slight!l
sorry, "programmer”, in that first | make something work before thinking of how to make

it work wel. | am not sorry.



The language being developed

A compiler compiles some source language into executable code. Which one should we
compile?

| was tempted to create a C# compiler, just to spite the people from that camp who say
"your language compiler is \tten using our language"”. But what we are going to do is
create a new language. | have not named the language yet, nor decided the complete
feature set. We will define the language as we go along. What | do guarantee is that by
the time we are finishedh¢ language will be on par, in terms of features, with all
standard CLR languages.

The compiler being developed

As mentioned earlier, at the end of every chapter, we will have a working "compiler”, one
which produces reaelp-run executable files. In fadtom Chapter 3 onwards, the

compiler we create will behave just like the big boys: it will be able to read source code
from files and generate an executable. Our compiler will be different in just one way; it
will stop compiling at the very first errorfinds and reports. Later, we will enhance it to

find and report multiple errors.

The development environment

Since we are developing a compiler for the CLR, you obviously need to have the CLR
itself installed. | have tested all the code in this book ttéhMicrosoft .NET

Framework versions 1.0 and 1.1. The generated code should run on Mono, too, although |
have not tested for this.

When | started writing this book, | did not possess Microsoft Visual Studio. Therefore,

my development environment is theEN Platform SDK, its tools, and a text editor

(Scite, if anyone's interested). The compiling and running instructions in the text,
therefore, will pertain to that environment. If you have Visstaidio, simply create a

console application which containg e source files we work with. From chapter 3
onwards, this will be a uniform set of four files.

Conclusion

This is, first and foremost, a "fun” book. The primary aim is to create a running compiler
from scratch, and secondary aim is to learn a littl@bbut the arcane art of compiler
construction in the process. | hope you enjoy working with it as much as | enjoyed
writing it.



Code Generation

Introduction

As | promised, every chapter in this book, starting from this one, will produce a

"compiler" whih in turn producean executable filéhat can be run. Therefore, this

chapter covers Code Generation, which is the process of creating object code that can be
run directly on your computer.

Goal

The goal of this chapter is simple; we will create aniappbn, which will generate an
executable that can be run.

The Approach

This is not a common approach in most compiler construction books, where the task of
generating object or machine code is briefly covered at the end, or left to the reader to
figure aut from other sources. There is a good reason for that; there are many machines
(read microprocessors) out there. The way each machine understands and carries out
instructions, or deals with data, is vastly different from every other machine. If a lot of
time was devoted to the characteristics of each machine, many other important facets of
compiler construction would be ignored.

The nice thing about creating a compiler for the CLR is that we need not worry about the
idiosyncrasies of machine code. Mostssi@al compiler construction books talk about
generating an Intermediate Language, and then translating this into machine code as the
final part of compilation. This Intermediate Language can be thought of as machine code
for a t heor et higceaHor the CLRficompilirtg to @an Idternmediate
Language, to be specific the Common Intermediate Language is all that is required. The
process of translating the CIL into actual machine language is automatically done by the
CLR when the resulting applicati is run.

Let us begin by understanding how the theore
ClL, works. Il n keeping with the spirit of th
description.

The CLR fAVirtual Machi neo
The CLR implement saclimetdandcdgprravi cas aa iset o

data that has to be acted upon is said to be
on values on the stack, and if necessary, either removes values from the stack, or adds a

new value ontothestack The process of removal of wval ues
process of putting values is called Apushing

values are popped in reverse of the order they are loaded; if you load 2, and then load 3,
then when gu pop, you will get 3 first, then 2.
For example, to add the values two and three, the following sequence is required.

1. Load the Value 2 onto the stack

2. Load the Value 3 onto the stack

3. Apply the CIL Instruction ADD



The instruction ADD will pop the last twealues in the stack; add them together, and the
load the result back on the stack. At the successful completion of this sequence, the stack
will contain one value: the result. If there are less than two values on the stack when the
ADD instruction is encoutered, the CLR will indicate that this is an error.

Here are some of the instructions that are available in CIL. Instructions are often referred
to as OpCodes (for Operation Codes), especially in documentation.

OpCode What it does

LdC_i4 Stands for LoalConstant Integer of sizeldytes. As the name
suggests, it is used for loading al3Rinteger number on the
stack. There are equivalent instructions for loading other kind

data.

Add Pops the last two values on the stack, adds them together, ar
loads the result on the stack.

Sub Pops the last two values on the stack. Then, the first value

poppeds subtracted from the second value popped. So, the
instruction sequence:

1. Load?2

2. Load 3

3. Sub
would cause 2 to be loaded, then 3 to be loaded, then 3 to be
popped, then 2 to be popped, then 3 (the first value popped) {
subtracted from 2 (the second value popped) and finally, the
result,-1, would be pushed back on to the stack. The stack w(
only have the valuél at the end of the sequence.

Mul Pops tle last two values on the stack, multiplies them, and loa
the result on the stack.
Div Pops the last two values on the stack. Then, the se@bunel

popped is divided by the first value popped. The result is pusl
back on the stack.

If we were creatig a compiler for a language which only performed arithmetic using
integer numbers, these would be all the instructions we need. In fact, most classical
compiler texts begin by creating just such a language. Let us do the same. We will learn
more instructns, as we need them.

Reflection Emit

It is one thing to know IL instructions, another thing to produce them. By produce, |
mean emit them in a form that can be executed; in short, an .EXE file. There is an
application which, given a text file containinlg instructions, can produce an EXE out of
it; it is called ILASM.EXE. However, the CLR provides a way for us to directly produce
an EXE file from our own applications; this mechanism is called Reflection Emit.

Il n f ol | owitasrtkgn cowdr pionléireatdyelve inkoehe detalls of Reflection
Emit just yet. All we need to know, at this point, is that Reflection Emit provides us with
a class called ILGenerator, which enables us to produce IL instructions directly to an
EXE file. This class has a methodlled Emit, which is what we use.

On to the code:



Imports System
Imports System.Reflection
Imports System.Reflection.Emit

Public Class CodeGen
Private m_ILGen As ILGenerator

Public Sub EmitNumber(num As Integer)
m_ILGen.Emit(Opc odes.Ldc _i4, num)
End Sub
End Class

We are creating a class called CodeGen, which has a private variable called m_ILGen,
which is of type ILGenerator. In the subroutine EmitNumber, we use the Emit method of
m_ILGen, passing it the Opcode Ldc_i4, whige discussed earlier, and the number to

be loaded. We can write all our emitting code like this. So, let us add the code for

emitting the four mathematical operations to the CodeGen class.
Public Sub EmitAdd()

m_ILGen.Emit(Opcodes.Add)
End Sub

Public Sub EmitSubtract()
m_ILGen.Emit(Opcodes.Sub)
End Sub

Public Sub EmitMultiply()
m_ILGen.Emit(Opcodes.Mul)
End Sub

Public Sub EmitDivide()
m_ILGen.Emit(Opcodes.Div)
End Sub

Some opcodes, like Ldc_i4, require an additional value, asawdan EmitNumber.
Others, like Add etc., do not.

Code (Gen) Complete

By now, you would have noticed that we have not initialized the variable m_ILGen.

Also, the question arises, where is the ILGenerator emitting the opcodes and the data?
The full explanabn for these will be handled in a later chapter, but for now, here is the
complete listing for the CodeGen class. Bear with me, and save this as CodeGen.vb. We
will keep coming back to this class, both for a complete explanation of what is going on,

as wdl as for adding new features to it.
Option Strict On
Option Explicit On

Imports System
Imports System.Reflection
Imports System.Reflection.Emit

Public Class CodeGen
Private m_ILGen As ILGenerator

Private m_producedAssembly As AssemblyBuilder
Private m_producedmodule As ModuleBuilder
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End Sub
End Class

In use, we will create an instance of the class CodeGen, passing it a file name for the
.EXE file to be generated. Thereafter, we will call the various Emit methods as required.
When done, we will finally call the Save method, which will actually create the .EXE
file.

Here is a quick and dirty explanation of what is going on. Detailed explanatithihe w

given in later chapters.

1. Each CLR application is contained in something known as an Assembly. An
Assembly usually corresponds to an EXE (or a DLL) file.

2. An assembly can contain one or more Modules. Modules are usually present
inside the Assembly'sXE file, although they can exist outside.

3. A module consists of one or more types, which are classes or structures.

4. A type has members, called fields, properties, events and methods.

5. Inthe Init method, we create an assembly whose name is "MainAssembly”. In
this, we create a module called "MainModule", inside which we create a class
type called "MainClass". Inside the class, we create a Public, Shared (static)
method called "MainMethod", for which we then obtain an ILGenerator. What
this means is that all ¢hL instructions that we will generate by calling the
various Emit methods will be contained in the MainMethod. The EXE file that is
finally produced will be an assembly called MainAssembly, which will contain a
single class called MainClass, which witiitain a single method called
MainMethod, which will contain all code that we generate.

6. When the Save method is called, the first thing it does is emit an Opcode called
Ret. Every method in a CLR executable must end with the Ret instruction.
Thereatfter, wespecify that MainMethod is the entry point of the assembly, which
means that when the assembly EXE file is run, the code in MainMethod should be
executed. We also specify that the assembly is a "console application”. Finally,
we save the assembly to anEXle, the name of which had been passed to Init
and stored in a field called m_SaveToFile.

The method EmitWriteLine emits IL instructions to cause the generated EXE to print the
last number on the stack to the screen. The technique used in this metived ,as the

actual Opcode emitted, Call, will be discussed in detail in a future chapter. As of now, we
need to remember only this: just like EmitAdd expects two numbers on the stack, and
pops them, EmitWriteLine expects a single number on top of thk, tad pops it. The
number is displayed on the screen.

Testing CodeGen

So, let's test this. Save the following code as Testerl.vb.
Option Strict On
Option Explicit On

Module Testerl
Sub Main()
Dim cg As New CodeGen("hello.exe")

cg.E mitNumber(2)
cg.EmitNumber(2)
cg.EmitAdd()



cg.EmitWriteLine()
cg.Save()

End Sub
End Module

Compile with the following command:
vbc /out:testerl.exe Testerl.vb CodeGen.vb

Finally, run
Testerl
which should produce the file hello.exe. Now run
Hello
Voila. Testerl.exe produced Hell o. exe. He l

which correctly adds 2 and 2, and shows the result.

What's happening here

First, we load the number twando the stack. Then, we load the number two (again) on

to the stack. Then, we emit the instruction Add, which pops the numbers from the stack,
adds them, and loads the result (4) onto the stack. Finally, EmitWriteLine pops a number
(the result) from thetack, and shows it. At the end of it all, the stack is empty.

Error: Error not found

| like to keep my examples as rdid¢ as possible, and this last one was not-liéaht

all. It worked the first time. Every developer knows that you should expe& soors

the first time.

So, let us introduce some errors. Modify the code in Testerl.vb to look like this, and save

as Tester2.vb
Option Strict On
Option Explicit On

Module Tester2
Sub Main()
Dim cg As New CodeGen("hello.exe")

cg.EmitNumber(2)
cg.EmitWriteLine()
cg.EmitNumber(2)
cg.EmitAdd()

cg.Save()

End Sub
End Module

Again, compile:
vbc /out:tester2.exe Tester2.vb CodeGen.vb

Run
Tester2

which should produce the file keeexe. Now run
Hello

Ouch!!l What happened?



What's happening here

First, we load the number two on to the stack. Then we call EmitWriteLine, which pops

that number two to write it to the screen. At this point, the stack is empty. Then,dve loa

the number 2 on to the stack. Then we emit the instruction Add, which pops two

number séOOPS! There is just one number on th

Invalid Applications (You CAN'T run with scissors)

Look carefully at the output of the last run of hello.exe. By righis girror occurred after

the call to WriteLine. So, we should see a 2 on screen, and then the error message. Is that
what happened?

Nope. That is because, as things are, the EXE is invalid. It is impossible to run this EXE
and not get an error. The CLR cdetect this right at the time of loading the EXE, and
choose not to run it. That is exactly what happened. Not even the first load was executed,
because the CLR verified the EXE and found it to be invalid. This process of verification
happens for any codexecuted under the CLR, so unlike traditional systems, you can't
shoot yourself in the foot. Neat, isn't it?

ltés trickier than apparent (or, for each bu

You can trigger verification without running the EXE, using a totdédaPEVerify.exe.
We can test this now by executing the command:

peverify hello.exe
This reports two errors. What gives?
There are actually two errors. The first one is a "Stack Underflow", as reported by
PEVerify, which is the one we discudsearlier; there are not enough values on the stack
for the Add Opcode to work. The other one, which is shown as "Unspecified Error" by
PEVerify, stems from the fact that the stack is not empty when the method finishes. The
last valid thing we did was loatie number 2.
The stack has to be empty at the end of our method. If we had omitted the call to
EmitAdd, we would not have got the "Stack Underflow" error, but we would have got the
other error, which PEVerify would have been able to more correctly fgenti
The complete rule is "The stack must be empty at the end of a VOID method", which is a
method that does not return any value. In the produced hello.exe, the only method is
MainMethod, which does not return any value. So, the stack must be empty when
MainMethod finishes.

Another kind of error

There can never be enough errors. Here's another kind. Modify Tester2.vb to look like

this, and save as Tester3.vb.
Option Strict On
Option Explicit On

Module Tester3
Sub Main()
Dim cg As New CodeGen("  hello.exe")

cg.EmitNumber(2)
cg.EmitWriteLine()



cg.EmitNumber(2)
cg.EmitNumber(0)
cg.EmitDivide()

cg.EmitWriteLine()

cg.Save()

End Sub
End Module

Again, compile:
vbc /out:tester@xe Tester3.vb CodeGen.vb

Run
Tester3

which should produce the file hello.exe. Now run
Hello

Ouch again!!! It should be obvious what the problem is: we are trying to divide 2 by O,
and division by zero is an error.
Now, look carefilly at the output. Can you see the 2 before the error message? The EXE
actually ran till the point where we tried to divide by zero. It passed the verification
process. We can check this ourselves by running

Peverify hello.exe
, Which reportshat the executable is valid.

Compile-time vs. Run-time errors

The first kind of error we produced could be prevented at the time of compilation itself. It
is an error in compilation, an error that causes an invalid application to be produced. This
kind of error is called a comp#&me error.
The second kind produces a valid program; there is nothing wrong in the general case of
one number being divided by another. It's just that a particular case causes a problem, and
causes a problem when the applicai®being run. Such errors cannot easily be caught
by compilers, which work in a very general way (think 'divide number by number’, rather
than 'divide 2 by 0"), and are called +time errors.
As we have seen, the CLR is capable of dealing with invalidutables generated
because of errors in the compilation. If we were generating machine language, an invalid
executable could well have caused our machine to crash. However, ctmpilerrors
are the responsibility of the compiler. The compiler can déaleompiletime errors in
two ways:

1. Not produce them (Yeah, right. No, really.).

2. Report them as they happen, and not create an executable.
Believe it or not, most errors are taken care of by approach 1, not producing errors. If the
language that you ar@mpiling is well defined (I will hold off comments about existing
languages here), many comgiilme errors, like the one shown, are almost magically not
produced. Approach 2 is your fallback option. We will see this practically in subsequent
chapters.
Conmpile time errors should be caught well before you come to the code generation stage.
As we shall see, this is what (sort of magically) happens.
What about rustime errors? When they occur, the least the user can expect is an error
message. Any one of seaécomponents can provide that message. In the best case, the



language being compiled would provide ercbecking facilities, and the writer of the
program would perform error checking herself. In the worst case, the machine will crash,
although this mos$t does not happen nowadays. The new worst case is that the operating
system takes over, and displays an ugly, very general error message, such as General
Protection Fault. Either way, there is not much that a compiler can do to prewimeun
errors.

In between these two extremes, there is another possibility: the language being compiled
provides a rustime environment. This is some prgitten code, which is linked with

code written by the developer when the application is running. This code is riéspons

for providing a lot of the functionality of a particular language. As an example, some
languages have the ability to sort arrays of numbers. This capability is usually built into

t he | an gtima gneirorsnent. Among other things, a4time envionment is

capable of detecting retme errors, and showing a specific error message.

In our case, the CLR, which after all stands for the Common Language Runtime, will
take care of runtime errors. An interesting note here. As the name suggests xduettys e
what the CLR is: a rutime environment common to many languages.

The Basielover in me prompts me to repeat an old joke here: the new Visual Basic
runtime was so good, they decided to share it with other languages, and so the CLR was
born. But | dgress.

Remember: The aim of a compiler for the CLR is to produce IL that is free of cempile
time errors. The resulting assembly should be able to pass the verification process.

The unavoidable "Hello, world"

| had started this chapter intending to createde generator that generates just enough
code to deal with integer numbers. Then it hit me; it has become tradition that the first
program that you write in any language should output the immortal words "Hello, world."
While we don't have a "language'tyave do have a "compiler” which produces

executable code. Our working "compiler”, Testerl.exe, produces an executable that adds
2 and 2, and thus breaks tradition.

So, let us add just enough features to our code generator to enable us to create an
execuaible which says "Hello, world".

The CLR comes with strings attached

"Hello, world" is a string. Barenetal machines know nothing about strings, so traditional
compilers had to jump through hoops, figuring out how to deal with them. Different
languages hawdifferent ways of dealing with strings, some good
(<cough>BASIC</cough>), some extremely bad (The word "cough” begins with the

|l etteré). We are in |uck, because we are
understands strings perfectly.

Strings are mdpulated in exactly the same way as anything else; they are loaded on to
the stack, and popped when needed. The opcode to load a string is called LdStr. Let us
add that capability to our CodeGen class. Add the following code to CodeGen.vb, inside

the Code@n class definition

Public Sub EmitString(ByVal str As String)
m_ILGen.Emit(OpCodes.Ldstr, str)

End Sub



Public Sub EmitWriteLineString()
Dim strtype As Type = _
Type.GetType("System.String")

Dim consoletype As Type = _
Type.Ge tType("System.Console")

Dim paramtypes() As Type = _
{strtype}

m_ILGen.Emit(OpCodes.Call, _
consoletype.GetMethod( _
"WriteLine", paramtypes _

)

End S)ub

EmitString loads a string onto the stack. EmitWritet$tring works the same as
EmitWriteLine, except that the code it emits expects a string on top of the stack.
Armed with this enhanced CodeGen, we can now create a "compiler”, which will create

our "Hello, world" executable. Save the following as Testér4.v
Option Strict On
Option Explicit On

Module Tester4
Sub Main()
Dim cg As New CodeGen("hello.exe")

cg.EmitString("Hello, world.")
cg.EmitWriteLineString()

cg.Save()

End Sub
End Module

Compile with:
vbc /out:tester4.exe Testerd.vb CodeGen.vb
Run with:
Tester4
, which should produce the file hello.exe. Now run
Hello
And so the legacy of "Hello, world" lives on.

Conclusion

In this chapter, we learned how the CLR "virtual machimetks.We also created a
rudimentary code generatavhich allows us to directly produce an executable file that
we can run. In the process, we learned about cortipieand rurtime errors, and

touched upon the concept of verifying applications.

A compier translates some source code into object code. In this chapteryevgdidhe
object code part donat least, object code that can deal with integer numbers and simple
calculations. In the next chapter, we will start looking at how to deal withotivees code
part.



Compiling Mathematical Expressions

Introduction

In the last chapter, we saw how we can create an executable file via the CLR's Reflection
Emit library. That, as we have discussed, is the final task that a compiler does. There are
some stepthat come before it. In this chapter, we discuss these steps, and begin to
implement them.

The Goal

The goal for this chapter is to understand mathematical expressions, and produce an
executable that calculates such expressions and displays the resiiételthe obvious, a
typical mathematical expression looks something like this:

2+3*(4+2)
The result of the above expression, of course, should be 20. We know this, because
BDMAS (Bracket before Division and Multiplication before Addition éBubtraction)
has become a part of our thinking. A compiler does not know about BDMAS. It's up to us
to make it know.

Why?

Why does just about every comp#leonstruction text begin with this task? Because,
believe it or not, this is the most complex pdust kidding, there are other complexities,
especially in more modern languages. But, the process of translating mathematical
expressions involves most of the tasks necessary for building the core of a compiler.
Consider:

1 An expression consists of datg & as well as instructions (*, +), and these are
interspersed. The compiler has to figure out which is the data and which is an
instruction. Sometimes, it's not as easy as it looks.

1 Some things have to be done before others, and we can't tell ahead ot
comes before what. The compiler has to figure this out, and ensure things happen
in the correct order. The BDMAS rule is an example.

1 There may be errors in the expression, which have to be dealt with. The compiler
decides what an error is, and wkado about it.

The Approach

The approach we will take here is very simple. We will read an expression from left to
right, one character at a time. This one character we read, which we will refer to as the
lookahead character, will give us a clue as tatih do next. As soon as we recognize
something, we will translate it, that is, generate code for it. If something unexpected
happens, we will stop then and there.

There is a formal name and definition for this approach. We will discuss that at the end of
the chapter.



The "Cradle"

This book, as mentioned in the first chapter, is inspired by Dr. Jack Crenshaw's "Let's
Build a Compiler” series of articles. The greatest influence of that excellent work is in
this chapter. Just as Dr. Crenshaw did, | will béng through the lessons to be learned in
very small steps.

Dr. Crenshaw started his series by creating a-priogram he called the Cradle. This
contained some "boilerplate” code, to do things like input/output, error reporting and so
on. All exercisesn the series were built on top of that cradle.

We will take a similar approach in this chapter. We already have a CodeGen class, which
generates IL code in an executable file for us. We will be using that, and building a class
called Parser, which will dthe task of understanding the mathematical expression and
calling CodeGen where necessary to generate executable code.

Our "cradle” will consist of a version of the Parser class, which contains code that will
not see much change throughout the rest otctiegpter, and some utility classes that we

will use. Type in the following, and save as Utilities.vb.

Option Strict On
Option Explicit On

Public Class ParseStatus
Private m_Code As Integer
Private m_Description As String
Private m_Row As Inte ger
Private m_Column As Integer

Public Sub New()
' Success error code, default values
m_Code =0
m_Description = ""
m_Row = -1
m_Column= -1
End Sub

Public Sub New(ByVal newCode As Integer, _
ByVal newDescription As String, _
ByVal newColumn As Integer, _
ByVal newRow As Integer

m_Code = newCode
m_Description = newDescription
m_Column = newColumn
m_Row = newRow

End Sub

Public ReadOnly Property Code() As Integer
Get
Return m_Code
End Get
End Property

Public ReadOnly Property Description() As String
Get
Return m_Description
End Get



Next, type in the following, and save as Parser.vb.
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m_LineCount +=1
m_CharPos =0
result = True

End If

Return result
End Function
#End Region

#Region "Parsing"
Private Function DoLine() As ParseStatus
Dim result As ParseStatus

Return result
End Function
#End Region

Public Function Parse() As ParseStatus
Dim result As ParseStatus
If GetLine() Then
result = DoLine()
End If
Return result
End Function

Public Sub New( _
ByVal newStream As TextReader,
ByVal newGen As CodeGen _

)

m_InputStream = newStream
m_Gen = newGen
End Sub
End Class

A brief discussion of terms

Some of the words used, including the name of the class, Parser, are familiar terms in
compiler construction jargon. We'll discuss these briefly here, with a more complete
description aithe end of the chapter.

In translating source code to object code, a part of the compiler is responsible for reading
(or scanning) the source code, and another part for understanding (or parsing) it to ensure
grammatical correctness. The first part iBexha lexical analyzer, a lexical scanner or

just scanner. The second part is called a parser. These worknHaanad.

Traditionally, the scanner and the parser are built separately. Here, we will combine the
two operations in our single Parser classaA®nvention, we will use method names

staring with the word 'Read' for scanning, and names starting with ‘Do’ for parsing.

As the scanner reads the source code, it encounters strings of characters, which have
special meaning to the parser. For examp#riag of characters might be a variable, or

a number, or an operator such as + @&uch a string of characters, which has a collective
meaning, is called a token. The scanner's job is to read the source and produce tokens.
The parser checks the tokehemselves, as well as the sequence in which they appear,



for grammatical correctness. The various parsing methods we write will access the
CurrentToken property in our class for this purpose.

A brief discussion of the "Cradle"

The class ParseStatus, as tiame suggests, will be used to indicate the result of trying to
understand the input. If its code field contains 0, the input is understood and valid,
otherwise not.

The class Parser will be instantiated by some external class, which is expectedd® provi
it with a CLR TextReader object (that will provide access to source code), and also with a
CodeGen object (which is an instance of the CodeGen class we created in the last
chapter). The caller will then call the only Public method, which is called Parse

The Parse method already contains code that will read one line of source code from the
TextReader. The line will be held in the variable m_ThisLine, and the position of the
current character which needs to be looked at will be held in the variable rRoShat

that point, Parse will call the DoLine method, which is where all the code that we will
write in this chapter starts out.

The method DoLine (indeed, every method which does parsing) is expected to return an
instance of the ParseStatus class, whlabuld indicate a successful parse or an error.

As mentioned earlier, the Parser class will contain methods for parsing (method names
staring with 'Do’) and scanning (method names starting with '‘Read"). It will also contain
some methods for recognizing ((ating the input), which will be used by the scanning
methods. These will start with the word 'ls". When entering the code we will encounter in
the rest of the chapter, it's a good idea to keep all methods of a given kind together. The
cradle has #Regioantries marking the beginning and end of the Recognizer, Scanning
and Parsing sections.

First step

As of right now, we begin with the assumption that parsing a line of source code means
parsing a number, and nothing else. With that in mind, let us prezceaite a method to
parse a number, which will depend on a method to scan a number, which will depend on
a method which can tell whether the current character being read is valid for a number or
not. Add the following methods to the Parser class in PalseAs mentioned, it's a good

idea to add them to relevant sections of the source file.
Private Function IsNumeric(ByVal ¢ As Char) As Boolean
Dim result As Boolean

If Char.IsDigit(c) Then
' Use the CLR's built - in digit recognition
result = True

Else
result = False

End If

Return result
End Function

Private Sub ReadNumber()
m_CurrentTokenBIdr = New StringBuilder



Do While m_CharPos < m_LineLength

If Not IsNumeric(LookAhead) Then
Exi t Do

End If
m_CurrentTokenBIdr.Append(LookAhead)
m_CharPos += 1

Loop

End Sub

Private Function DoNumber() As ParseStatus
Dim result As ParseStatus

ReadNumber()

If TokenLength = 0 Then
result = CreateError(1 , "a number")
Else
' Emit
m_Gen.EmitNumber(Cint(CurrentToken))
result = CreateError(0, "Ok")
End If

Return result
End Function

Now, these methods are typical of everything we are going to do going forward, so an
explaration is in order here. The parsing method, DoNumber, calls the scanning method
ReadNumber. ReadNumber checks if the current character is valid for a number or not,
and adds it the current token if it is. If not, ReadNumber just exits.

When ReadNumber ratus, DoNumber simply checks to see if there is anything in the
current token. If not, this is an error, and DoNumber returns a ParseStatus with the code
1. Otherwise, things are fine, and DoNumber calls CodeGen to emit the number that is
stored as the cuent token.

Note the sparseness of error checking, exception handling etc. Especially note that the
Read method does not return any kind of status information. Not needed, as we shall see
shortly.

This is the way it is going to be. We will create a Do mdtfor anything we want to
understand, which will call a corresponding Read method, which may use one or more Is
methods to decide whether to proceed or to return. The Do methods will always return a
ParseStatus, which will contain an error code whereedad

Finally, change the method DoLine as follows:
Private Function DoLine() As ParseStatus

Dim result As ParseStatus

result = DoNumber()

If result.code = 0 Then

m_Gen.EmitWriteLine()

End If

Return result
End Function

Right now, understanding a line means understanding a number. If DoNumber succeeds,
we call EmitWriteLine on the CodeGen instance; such that the number we so
painstakingly parsed (and generated IL for) can be seen on screen when the resulting



executable is run. Bws points to anyone who can figure out why we must call that
EmitWriteLine.

Does it work?

To find out, we will have to create a calling class that uses the parser class. Save the
following as compiler.vb

Nothing fancy here. Just creatiaginstance of CodeGen and an instance of Parser,
calling Parse, and if it succeeds, asking the CodeGen instance to save the results in a file
called Test.exe.
Actually, there is something just &lie fancy here. We are passing Console.In to the
Parser instance. Console.In is a TextReader. When this application runs, we will be able
to type in our "source code" when we run our "compiler”, and get immediate results.
Okay, let us compile, with

vbc /out:compiler.exe compiler.vb parser.vb codegen.vb utilities.vb
Run using:
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Compiler
If we type in any positive integer number, followed by Enter, our "compiler” will
terminate saying "Done." At that point, we can type

Test
to run the generated Test.exe, which will faithfully echo the number we just typed.
If we type anything other than a number, our "compiler” will terminate, with a very
accurate error message.

Error: Missing error

Try this: run our "compiler”, and type

12c
Basically, some digits followed by any ndligit character. What happens?
Our "compiler” cheerfully accepts the digit part, and seems to just ignore anything that
comes after it. This is because our scanner reads a number by starting withaandl
then reading subsequent characters until it hits the firstigoinor the end of the line.
Our parser then generates code from the current token, which is a string of digits. At this
point, our parser does not specify that the current charadtef) was the first nowligit,
is invalid. At this point, we ignore this problem; as we enhance the parser to understand
more about mathematical expressions, this will be taken care of,

White (?) Space

Try this: run our "compiler”, and type a single spémemultiple spaces) followed by a

valid number. What happens?

Our parser knows only about numbers. Our scanner stops as soon as it hitSgat-non
character. Therefore, we get an error.

There are some languages where white space is significant. Howspeags (or tabs)

you put conveys some useful information about the program. However, most modern
languages (Python being a notable exception) do not treat white space as significant,
which means any amount of space can be left before and after anythimgar@uage”

should also ignore white space.

Let us adapt our compiler to deal with white
"white"?) by adding a scanning method. White space does not have to be "understood"
(i.e., no code needs to be generatedtfptherefore we don't need a parsing method.

Add the following to the Parser class in Parser.vb. The first, as the name suggests, should
be put in the Recognizers section. The second, although not following our naming

convention, belongs in the Scannseggtion.

Private Function IsWhiteSpace(ByVal ¢ As Char) As Boolean
Return Char.IsWhiteSpace(c)

End Function

Private Sub SkipWhiteSpace()
Do While IsWhiteSpace(LookAhead)
If EndOfLine() Then
Exit Do
Else
m_CharPos += 1
End If
Loop
End Sub



Finally, in the method DoLine, just before the call to DoNumber, put in a call to

SkipWhiteSpace. Here is the rewritten DoLine method for your convenience.
Private Function DoLine() As ParseStatus
Dimresult A s ParseStatus

SkipWhiteSpace()

result = DoNumber()
If result.code = 0 Then
m_Gen.EmitWriteLine()
End If
Return result
End Function

Compile our compiler with:
vbc /out:compiler.exe compiler.vb parser.vb codegeuntiiities.vb
Run using:
Compiler
This time, we can put as many spaces before or after a number, it will still successfully
compile.

Don't be negative

Now, try typing any negative number for our compiler. What happens?

There are many ways to dedth the minus sign. We will choose to treat a number with

a leading minus sign (and no space between the minus sign and the number itself) as a
negative number. While we are at it, we will also allow a positive number to be
represented with a (optiongd)us sign before it.

What this requires is a change to the recognizer method, IsNumeric. Right now, if the
current character being considered is a digit, IsNumeric returns True, and DoNumber
proceeds to add it to the current token. What we have totdsisf we are at the start of

a token, then IsNumeric should allow the "+" drSymbols as valid. DoNumber will

take care of the rest.

So, here is the rewritten IsNumeric.
Private Function IsNumeric(ByVal ¢ As Char) As Boolean
Dim result As Boolean

If Char.IsDigit(c) Then

' Use the CLR's built - in digit recognition
result = True
Elself "+ - ".IndexOf(c) <> -1And _

TokenLength = 0 Then
" If the symbol being cheked is + or -
" AND we are at the START of t he current
' token
result = True

Else
result = False

End If

Return result
End Function

Also, we need to add an additional check in DoNumber. After our modification of
IsNumeric, a singlé or a +, by itself, would appe#o be a correct number, and we



would have trouble at the time of code generation. We need to check for this special case.

Here is the rewritten DoNumber.
Private Function DoNumber() As ParseStatus
Dim result As ParseStatus

ReadNumber()

If T okenLength =0 Then
result = CreateError(1, " a number")
Elself TokenLength = 1 AndAlso _
Not Char.IsDigit(CurrentToken.Chars(0)) _
Then
result = CreateError(1, " a number")
Else
' Emit
m_Gen.EmitNumb er(Cint(CurrentToken))
result = CreateError(0, "Ok")
End If

Return result
End Function

And that's that. When you compile and run again, negative numbers and numbers with +
signs before them will now be correctly recognized and translated.

Factoring in some operators

Okay, time to do a little more math. Right now, our Parser parses only one thing: a
number. Let us make it parse two new things: a term and a factor.
What is a factor? As of right now, a factor is what we already know how $e:par
number. Later, we will increase the scope of this definition.
A term, on the other hand is much more interesting. It represents either a number, or a
multiplication or division operation. Put simply, a term can be one of the following:

1 afactor

1 afador, followed by a * or a / sign, followed by another factor
The last one can repeat, as in a factor, followed by either a / or a *, followed by another
factor, followed by another * or /, followed by another factor, and so on ad infinitum.
Apart from Termand Factor, the * and / signs also require special parsing. Let's put it all
together.
Add the following code to the Parser class in Parser.vb. The names should tell you where

you should ideally add them.

Private Function IsMulOrDivOperator(ByVal ¢ As Cha r) As Boolean
Return "*/".IndexOf(c) > -1

End Function

Private Sub ReadMulOrDivOperator()
m_CurrentTokenBIdr = New StringBuilder

If IsMulOrDivOperator(LookAhead) Then
m_CurrentTokenBldr.Append(LookAhead)
m_CharPos += 1

End If

End Sub



Finally, we need to tell DoLine, the root of our pargerprocess Terms instead of
Numbers. Here is the rewritten DoLine, with the changed line shown in bold.
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result = DoTerm()
If result.code = 0 Then
m_Gen.EmitWriteLine()
End If
Return result
End Function

Compile and run. Now, you can type a single number, or two numbers separated by a * or
a /, or any number of numbers separated by * or /. The resulting executable will calculate
the whole érm from left to right, and show the result.

Why did we do multiplication and division first, instead of addition and subtraction?

Express Yourself

We are almost at the point where we can parse complete mathematical expressions. As
discussed, addition arsdibtraction are left. Let's put them in.
So far, our compiler parses Terms, Factors and Numbers. Let's finish off by adding
another thing that it can parse; an Expression.
We can define an expression as one of the following:

1 aterm

1 aterm, followed by a ®r ai sign, followed by another term
The last one can repeat, as in a term, followed by either a + @ollawed by another
term, followed by another + or followed by another term, and so on ad infinitum. As
we defined Term using Factors, so we wefExpression using Term. And considering
Term correctly parses multiplication and division, this makes matters interesting.
Add the following to the Parser class. Again, the names indicate where they should

ideally be.
Private Function IsAddOrSubOperator( ByVal ¢ As Char) As Boolean
Return "+ - ".IndexOf(c) > -1

End Function

Private Sub ReadAddOrSubOperator()
m_CurrentTokenBIdr = New StringBuilder

If IsSAddOrSubOperator(LookAhead) Then
m_CurrentTokenBIdr.Append(LookAhead)
m_CharPos +=1

End If

End Sub

Private Function DoAddOrSubOperator() As ParseStatus
Dim result As ParseStatus
Dim operator As String = CurrentToken

SkipWhiteSpace()
result = DoTerm()

If result.Code = 0 Then
If operator = "+" Then
m_Gen.EmitAdd()
Else
m_Gen.EmitSubtract()



Finally, as usual, we need to change DoLine so that it understands Expressions instead of
Terms. Here's the revised DoLine.

Compile and run. Test it with the input

2+3+4*5
The answer, of course, shdlle 25. And it is.
Try it with any mathematical expression. Our compiler will correctly do all
multiplications and divisions before additions and subtractions. How? Well,
DoNumericExpression calls DoTerm (which takes care of multiplications and divisions)
before it deals with additions and subtractions. As simple as that.

Brace Yourself

One more thing, and we can close the chapter on mathematical expressions. To complete
our parser, we need the ability to make parts of the expression be calculated before
others, through the use of brackets.
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The priority part is simple: we gave multiplication and division priority by handling them
inside DoTerm, which gets called from DoNumericExpression before
DoNumericExpression handles addition and subtraction. All we tado is handle

brackets in a method that gets called from DoTerm before DoTerm handles multiplication
and division. Yes; we will handle brackets in DoFactor, which so far was just a call to
DoNumber.

But what do we do to brackets? What can appear ifsaikets? Complete numeric
expressions, right?

That's it.

Change DoFactor as follows:
Private Function DoFactor() As ParseStatus
Dim result As ParseStatus

If LookAhead.Equals("("c) Then
SkipCharacter()

result = DoNumericExpressio n()

If result.Code = 0 Then
If Not LookAhead.Equals(")"c) Then
result = CreateError(1, ")")
Else
SkipCharacter()
End If
End If
Else
result = DoNumber()
End If

SkipWhiteSpace()

Return result
End Function

Notice DoFactor is calling a new method, SkipCharacter. Whereas brackets are
significant to the syntax, they do not need any special code generated (like white space).
Therefore, we just advance tliwk-ahead character. Add the code for SkipCharacter to

Parser.vb as follows, in the Scanning section.
Private Sub SkipCharacter()

m_CharPos +=1
End Sub

Compile and run. Check with any expression, with as many brackets as you like. Also try
leaving aut the ending bracket, or the starting bracket, and multiple brackets. It should
work where valid, and give a meaningful error message where not.

It's a little difficult to visualize how all this works, because it uses the magic called
recursion. DoNumerExpression calls DoTerm calls DoFactor may call
DoNumericExpression calls DoTerm calls DoFactor and so on and so forth. But this is
practical magic. Our parser can parse expressions of any complexity.

Except é

There is always one error that is overlookedthis case, we have met it before.
Test our compiler with the following:



12+12 23+23

13+42csuaydf632

4*2(3+2)
In all these cases, we have a perfectly valid expression up to a point. Our compiler
cheerfully ignores evetliing from the first invalid character it encounters. The results
you would have got from the examples given are 24, 55 and 8 respectively.
We need an additional error check. Our parser knows that a line of source code means a
valid expression, but we havetold it that it should contain nothing else. We introduce

this additional check in DoLine. Rewrite DoLine as follows:
Private Function DoLine() As ParseStatus
Dim result As ParseStatus

SkipWhiteSpace()
result = DoNumericExpression()

| f result.Code =0 Then
If Not EndOfLine() Then
result = CreateError(1, "end of statement")
Else
m_Gen.EmitWriteLine()
End If
End If

Return result
End Function

This time, that pesky error should als® accurately caught and displayed.

LOC

Our compiler, so far, takes one line of input and either generates code or shows an error.
A real compiler is capable of doing this for any number of lines. Let's add that capability.
Modify the Parse method as fols:
Public Function Parse() As ParseStatus
Dim result As ParseStatus
Do While GetLine()
result = DoLine()
If result.Code <> 0 Then
Exit Do
End If
Loop
Return result
End Function
Compile and run. This tim&hen we run our compiler, we will be able to enter any
number of expressions, ending each one with an Enter. To complete our input, press Ctrl
and Z together (or the function key F6) followed by Enter. Test.exe will be generated,
and when we run this, thresults of our calculations will be displayed in the correct
order.
Of course, if there is a compilation error, the compiler will stop immediately, not process
any further lines, and not generate any code. This is not how professional compilers
work, butit's good enough for us for now. We will-vesit this topic later.



Finally

Believe it or not, we have a complete compiler of sorts now. Like any major language
compiler, it processes source code line by line, and generates an executable. There
remains onf one problem; "real” compilers read source code from files, rather than get
the user to type it in on invocation. Let's take care of that detail.

Change compiler.vb as shown below:
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.Row, .Column, .Description)
Return 1
Else
gen.Save()
Console.WriteLine("Done.")
Return 0
End If
End With
End Function
End Class

When the resulting compiler.exe is run, it will check to see if any parasrteage been

passed on the command line. If no parameters are passed, the behavior is exactly as
before. On the other hand, if a file name is passed as the first argument, that file will be
parsed, and if everything is correct, be compiled into an exeeuikdblith the same

name, but the extension exe.

Remember, our Parser class takes a TextReader, which it uses to read the source. In this
case, we just give it a StreamReader, which is a TextReader that can read a file.

Lexing, Parsing and All That Jazz

Before we conclude the chapter, | had promised a slightly more detailed discussion of
what we are doing here. Here it is.
For the practical among you: this section has no value other than academic interest. You
do not need to know this stuff to complete test of the book.
For the knowledgseekers: although this section is slightly more detailed in describing
compiler theory than the rest of the chapter, do not expect velgpitih coverage. For
that, there are lots of excellent compiler books. Conshigm laymartermed
introduction, by a layman for laymen.
That said, let us proceed.
In classical compiler books, there are large discussions about the process of translating
source code into machine language. These discussions fall largely under ta:o head
lexical analysis (or lexical scanning, or just scanning) and parsing. What exactly does
each mean, and what is the meaning of several magic words associated with each?
Consider the following source code, which is in the Basic language:
somevar = 3 1

This source code has to be read by the compiler, and understood piece by piece.
Intuitively, we can tell that two numbers are being added, and being assigned to a
variable. A compiler does this by reading this line, character by character, andisgparat
it into tokens.
What is a token? A token is a concept that the next part of the compiler understands. It is
a generalization of the things that need to be understood. In the source code shown, there
are four kinds of tokens:

1 Variable

1 Assignment Operato

1 Number

1 Addition Operator
The part of the compiler that reads the source, and decides what kind of token the current
element is, is called a lexical analyzer, a lexical scanner or a lexer. A lexer just reads



source and identifies kinds of tokens; it does decide if the order in which the tokens
appear is correct or not. That is the job of the parser.

A parser decides whether the order in which the tokens appear makes sense, or not. The
rules that are checked and enforced by the parser are calledrtivaagrar the syntax of

the language being parsed. It is here, for example, that we can specify that in a given line
of Basic source code, a Variable token appearing at the start of a line can only be
followed by an Assignment Operator token, and anythisg islan error.

The Lexer passes at least two things to the Parser: a token and a lexeme. A token is a
general type, such as 'Variable' or 'Assignment Operator’, and is usually represented as an
enumerated value such as 1 for variable, 2 for assignmergtopand so on. A lexeme is

the actual value read from source, like 'somevar' or '=". Sometimes the Parser needs the
lexeme; sometimes it just needs the token. In our Parser class, the property CurrentToken
actually returns the lexeme. In a small comgllez ours, we don't really need to

differentiate.

What the Parser does, after checking for syntactic correctness, differs from
implementation to implementation. Usually, it produces a representation of the code in a
form called the abstract parse treespntax tree. The tree is then given to the code
generator to generate code. In our case, the parser directly calls the code generator to
generate code.

Both lexical scanning and parsing are subjects of intense study, and several texts and
tools are devotetb each purpose. In fact, parsing has been studied to the point where
there are some welinown methods of doing it efficiently. The magic terms LL(1),

LL(k), LR and LALR are associated with these walbwn methods.

The approach we have taken here carelseveral magic names applied to it. Consider:

we begin by attempting to parse an Expression, which attempts to parse a Term, which
attempts to parse a Factor, which either attempts to parse a Number, or (in the case of
brackets) recursively, an Expressid his kind of parsing is called Tajpwn Recursive
Descent Parsing. Some say this is the only technique that is suitable for writing a
compiler by hand, as we are doing.

Also, we have a single loe&head character, which allows us to decide whether what
comes next is valid or not, and also what to do. Consider: in ReadNumber, we stop
scanning as soon as the lealkead character is a ndigit. And in DoTerm, if the look

ahead character is * or /, we deal with it, or else proceed. At no point do we lggve to
backward in the input to figure out what to do. The name given to this kind of parsing,
where we can tell what comes next or what to do by looking ataheld characters and

not backtracking, is Predictive Parsing.

Getting tired of the jargon alrea®dy hope so; it means you are like me. One last piece of
arcane knowledge. Earlier, we talked about-Dagwn, visualizing Expression at the top

of the things that we had to translate, and Number at the bottom. Now, visualize the same
thing on its side: Exgssion calls Term calls Factor calls Number. The idea is to get to

the value of the lefimost thing. When we have finished Expression, we have finished
parsing. We do this by examining the source one character at a time, scanning the source
from left to ight. Any language syntax rule set (or grammar) which meets these three
criteria is said to be LL(1). The first L is for scanning from kefright, the second L for
producing the value of the Leffhost derivation (Expression in our example), and the 1

for 1 look-ahead token.



Conclusion

In this chapter, we have built a Talown Recursive Descent Predictive LL(1) parser

(feel good?). We have also built a compiler, using said parser and the code generator we
built in the last chapter. Our compiler compildsd full of calculations into executables

that show the results of those calculations.

By now, we have done everything that most computer languages do with integer
numbers. In the next chapter, we look beyond numbers to that staple of modern
languages: sings.



Strings

Introduction

In the last chapter, we built a parser that correctly recognizes and translates mathematical
expressions. In this chapter, we will also make it recognize and translate strings.

Goal

If our compiler meets a line consisting ofr@thematical expression, it emits the
calculation, and the emitted executable shows the result. After we are done with this
chapter, if a line contains a string instead, it should show the string.
How is a string represented in source code? The almostraally accepted standard
nowadays is to enclose a string in double quotes (*). So:

"This is a string"
This brings in an interesting question; what if a string had to contain a double quote? This
is usually taken care of by specifying an ‘estaparacter, which, if it appears inside a
string, causes the next character to be treated specially. So, one could represent a quote
inside a string like this:

\"
This assumes thais the escape character. The escape character itself Geardiy
represented like this:

\\
A variety of special characters can be represented by the escape character followed by
another; for instancén for new line\t for tab etc.
In my opinion, this was convenient in the days when one hegptesent special
characters a lot, typically for controlling screen displays. Nowadays, this is not the case.
In fact, in the Windows environment where path names are separated\ lohaénacter,
typing a file name inside this kind of string is a verspeprone business.
We will therefore ditch the escape character, and borrow from the Basic language, which
specifies that to put a " sign inside a string, use two double quotes without any space
between them, like this:

"Raj says, "'This is th better way.
Finally, there is one special case: the empty string. Borrowing from most atwizuge
languages, we will represent this as two double quotes without any space, like this:

Is there such a thing as a string expression, imvglstrings and operators? Well, most
modern languages define a single operator for string concatenation, or joining two strings
together. We will once again borrow from Basic, which uses either the & symbol, or the
+ symbol for this purpose. So, the fallmg are also valid strings:

"Hello " & "World"

"How do I" + " say goodbye?"

The Approach

The approach we take remains the same as in the last chapter; we will create a scan
method for reading a string, and a parse method for gemgeide for it. Since any



character is valid inside a string, we do not need a recognizer method. Generating code
will also not be a problem initially, since at the end of chapter 2, we had added the
capability to load strings to our CodeGen class.

First Step

Just like in the last chapter, we will deal with strings one step at a time. To begin with, let
us read and translate just a string, not the concatenation operator.

Add the following to our Parser class. As shown in the last chapter, the method names
give a clue as to where they should ideally be added. The field at the beginning should be
added near the other fields of the Parser class.
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result = CreateError(0,"Ok")
End If

SkipWhiteSpace()

Return result
End Function

This is very similar to what we did in the last chapter. A Read adetbads the input,

and a Do method parses it. There is only one thing remarkable about this Read method; if
we reach the end of the line before the ending quote has been encountered, it clears out
the current token. In this way, it indicates to the Dohwoétthat a valid string was not
encountered. The unwritten agreement between the scanner and the parser is that the
scanner will only pass on a valid token.

The DoString method checks if the token length is zero, and that the emptystring flag is
not set. he token length may be zero for an invalid string as well as for an empty string.
We will now need to modify our DoLine method, which currently triggers the numeric
expression parser, to trigger our string parser instead. Here is the modified DoLine, with

the changed lines in bold.
Private Function DoLine() As ParseStatus
Dim result As ParseStatus

SkipWhiteSpace()
' result = DoNumericExpression()
result = DoString()

If result.code = 0 Then
If Not EndOf  Line() Then
result = CreateError(1, "end of statement")
Else
'm_Gen.EmitWriteLine()
m_Gen.EmitWriteLineString()
End If
End If

Return result
End Function

| haveretained the old code in comments. Note that the EmitWriteLine call has been
replaced by an EmitWriteLineString. The numeric expression parser left a number on top
of the stack; the string parser will leave a string, and we need to call the appropriate
WriteLine. | hope everyone still remembers why a WriteLine is required, as things stand.
Compile with

vbc /out:compiler.exe compiler.vb parser.vb codegen.vb utilities.vb
Run with

compiler
Remember, this is the muline version of the compilerpsyou can enter any number of
strings, one on each line. Press tior F6, followed by Enter to finish. Try the
following:

"Testing strings"

"Our ""compiler" should be able to process this."

"This should cause an erro

So should this"



1234
As always, if there is no error, Test.exe would be generated. Run that to display the
strings that have been successfully parsed.

Expressions

Now, it's time to work on string expressions. As discussed earlgring expression is
one of the following:

i astring

f a string, followed by a concatenation operator (& or +), followed by another

string

The last one can repeat, as in a string, followed by a & or +, followed by another string,
followed by another & or Hollowed by another string, and so on.
This is quite simple to do, as we have seen in the last chapter. However, we have a
problem; our code generator does not know how to concatenate strings.

Modifying CodeGen

We have not made any changes to CodeGee Sinapter 2. We have to do so now, to
accommodate string concatenation.

Unlike everything in CodeGen so far (except the WriteLine methods), the operation of
concatenating a string does not have an equivalent IL instruction. Instead, we have to rely
on a dass in the CLR class library. The class in question is String, which has a shared
(static) method called Concat which will do the trick.

Add to following to CodeGen.vb (NOT Parser)
Public Sub EmitConcat()
Dim stringtype As Type = _
GetType(System.Strin 0)
Dim paramtypes() As Type = _
{ stringtype, stringtype }

m_ILGen.Emit(Opcodes.Call, _
stringtype.GetMethod( _
"Concat", paramtypes _
) _

)

End Sub

This is the way to emit calls to methods. We obtain a class as a Type object, which can be
done using GetType. The GetMethod method of any Type object can be used to obtain a
representation of any method of that type. Since methods can be overloaded, i.e., multiple
methods may have the same name, but different parameters, we need to telh@dtMet

the types of the parameters of the method we want. We do this by passing an array of
Type objects as the second parameter to GetMethod. If the named method (with the
specified types of parameters) exists on the type, a MethodInfo object is returiedd, wh

can then be emitted as IL. Usually, a MethodInfo is emitted as a parameter to the IL
Opcode Call.

This is exactly what we are doing here: first, we obtain the String class as a Type. Then,
we create an array of types, which contains two string tygeen, Twe call the

GetMethod method (bear with me) of the String type we obtained, passing it the name of
the method we want, which is "Concat", and the array we created earlier. This returns a



MethodInfo object representing the Concat method with two Sténgmeters. We

proceed to emit this MethodInfo, along with the IL instruction Call.

This will cause the CLR to invoke a method called Concat (this was specified in the
GetMethod call), which has two string parameters (this was specified via the Type array
we created called paramtypes), on the String class.

Where will the two parameters come from? The stack, of course. This case of the Call
instruction will expect two strings on the stack, just like the Add instruction expected two
numbers on the stack. Wave to emit the strings before emitting this call. Needless to
say, the two strings will be popped, and the result of the concatenation, a new string, will
be pushed back on the stack.

As an aside, this is exactly how we do our two WriteLine methods.

Parsing the String Expression

Okay, now that our code generator is capable of handling concatenation, let's take care of
the parsing bit. Add the following to our parser class. The names indicate where.
Private Function IsConcatOperator(c As Char) As Boolean
Return "&+".IndexOf(c) > -1
End Function

Private Sub ReadConcatOperator
m_CurrentTokenBIdr = New StringBuilder

If IsConcatOperator(LookAhead) Then
m_CurrentTokenBIdr.Append(LookAhead)
m_CharPos += 1
End If
End Sub

Private Function DoConcatOper ator() As ParseStatus
Dim result As ParseStatus
Dim operator As String = CurrentToken
SkipWhiteSpace()
result = DoString()
If result.code = 0 Then
m_Gen.EmitConcat
End If

Return result
End Function

Private Function DoStringExpression
As ParseStatus

Dim result As ParseStatus
result = DoString()
Do While result.code=0 _

AndAlso _
IsConcatOperator(LookAhead)



ReadConcatOperator()

If TokenLength=0 Then
result = CreateError(1, "& or +")
Else
result=Do  ConcatOperator()
SkipWhiteSpace()
End If
Loop

Return result
End Function

As you can see, parsing a string expression is just about exactly the same as parsing a
numeric expression.
To test this, we once again have to modify DoLine, tb@aStringExpression instead of

DoString. Here is the modified DoLine.
Private Function DoLine() As ParseStatus
Dim result As ParseStatus

SkipWhiteSpace()
' result = DoNumericExpression()
result = DoStringExpression()

If result.code = 0 Then
If Not EndOfLine() Then
result = CreateError(1, "end of statement")
Else
'm_Gen.EmitWriteLine()
m_Gen.EmitWriteLineString()
End If
End If

Return result
End Function

Compile and run. Test with the following strings:
"This " & "works"
"So " & "does " + "this"
"And """ & "even" & """ this."

Mixing it up

So, at this point, we have a parf&it can parse mathematical expressions, and string
expressions. What we now want to do it to make it parse both.

Our parsing is lin@riented, that is, we parse one line at a time. Therefore, a given line
can be either a string expression or a mathematigaession. But successive lines can

be any mixture of the two. And therein lies the problem.

How can we tell whether a line contains a string or a number? Simple, by looking at the
Lookahead at the start of a line. If it's a ", the expression is g.sifritis a digit, the
expression is a number. If it's a minus or a plus sign, it's a number. Anything else is
invalid input.



Actually, there is one pesky character that can begin in both numeric and string
expressions; the ( character. But we will deshwhat later. As of now, let us assume

that parentheses can only be used in numeric expressions.

This is why the kind of parsing we are doing is called Predictive Parsing. Because we can
predict what is coming based on a single Lookahead character.

Types

We could use just the prediction technique we just discussed to finish the Parser for this
chapter. But, looking slightly ahead, | want to discuss Types.

In this chapter, we have made our parser capable of dealing with two distinct data types,
number andtring, each with their own set of operators and expression rules. In the near
future, we might be adding more types. It makes sense for the parser to keep track of the
type of the expression last processed. This information can be used in many situations,
one of which we will see right here shortly.

How do we store the type? We could use an enumeration, with 1 for number, 2 for string
etc. But | am going to jump the gun a bit, and use a variable of type Type (don't beat me
up.).

We have met the Type clalssfore, in CodeGen. It can be used to hold a representation
of any data type understood by the CLR. We will create a field in our parser class, which
will be an instance of the Type class, to hold the type of the last expression processed.

Add the followng to the Fields section of the Parser class, in Parser.vb.

' The type of the last processed expression

Private m_LastTypeProcessed As Type

And in DoNumericExpression and DoStringExpression, we need to set the

m_LastTypeProcessed field. Change them awsheelow. Just add the bold lines.
Private Function DoNumericExpression() As ParseStatus
Dim result As ParseStatus

result = DoTerm()

Do While result.Code =0 _
AndAlso _
IsAddOrSubOperator(LookAhead)

ReadAddOrSubOpera tor()

If TokenLength = 0 Then
result = CreateError(1, "+ or -
Else
result = DoAddOrSubOperator()
SkipWhiteSpace()
End If
Loop

m_LastTypeProcessed = GetType(System.Int32)

Returnre sult
End Function

Private Function DoStringExpression _
As ParseStatus



Dim result As ParseStatus
result = DoString()

Do While result.code=0 _
AndAlso _
IsConcatOperator(LookAhead)

ReadConcatOperator()

If TokenLength=0 Then
result = CreateError(1, "& or +")
Else
result = DoConcatOperator()
SkipWhiteSpace()
End If
Loop

m_LastTypeProcessed = GetType(System.String)

Return result
End Function

Notice that we are using the Visual Basic GetType operatgettthe correct Type

object. The names we use, System.Int32 and System.String, are the actual names of the
CLR classes which represent Integers and Strings respectively.

Finally, we will need to create a generic DoExpression method, which will call

DoNumeicExpression or DoStringExpression as needed. Here it is.
Private Function DoExpression( _
Optional ByVal expressiontype
As Type = Nothing) _
As ParseStatus

Dim result As ParseStatus

If LookAhead.Equals("""'c) Then

result = DoStringExpression()
Elself "+ - (".IndexOf(LookAhead) <> -1

OrElse Char.IsDigit(LookAhead) Then

result = DoNumericExpression()
Else

result = CreateError(1, "a numeric or string expression")
End If

Return result
End Function

Notice the optional parameter called expressiontype. If DoExpression itself determines
the type, why do we need that? Right now, we don't. We will need it a few chapters down
the line. | put it in now because while | don't shichanging code within methods,

changing signatures is something | hate to do. A legacy from my COM days, | guess.
Anyway, we ignore it for now.

Finally, as usual, we change our madbused DoLine, to call DoExpression rather than
anything else. And hers where we can use the information about the last type
processed.



When we modified DoLine to use DoStringExpression instead of DoNumericExpression,
we also changed it to use the EmitWriteLineString method of CodeGen, rather than
EmitWriteLine. In the neweenario, either one can be called, depending on the last type
processed.

Before we call DoExpression, we reset the m_LastTypeProcessed field to nothing. After
the call, we use value of the m_LastTypeProcessed field to determine which WriteLine to

call. Hee is the revised DoLine:
Private Function DoLine() As ParseStatus
Dim result As ParseStatus

SkipWhiteSpace()
m_LastTypeProcessed = Nothing
result = DoExpression()

If result.code = 0 Then
If Not EndOfLine() Then
result = CreateError(1, "e nd of statement")
Else
If m_LastTypeProcessed.Equals( _
GetType(System.Int32)
) Then

m_Gen.EmitWriteLine()

Elself m_LastTypeProcessed.Equals( _
GetType(System.String) _
) Then

m_Gen.EmitWriteLineString()

End If
End If
End If

Return result
End Function

Compile and run. Now, we should be able to enter either numeric expressions or string
expressions, and have them compiled and executed correctly. If we make a mistake, our
compiler will give an aagrate error message.

Conclusion

In this rather short chapter, we learned how to add strings and string expressions to our
compiler. To do this, we added the capability of emitting a string concatenation
instruction to our CodeGen class. We also addedapalslity of distinguishing between
different types of data to our parser.

In the next chapter, we introduce yet another data type, and corresponding expressions:
the Boolean.



Booleans

Introduction

In the last chapter, we extended our parser to recognizéranslate string expressions as
well as mathematical expressions. In this chapter, we add one more kind of expression to
the mix: the Boolean.

The Boolean data type, named after George Boole, a British mathematician, refers to data
that evaluates totsier true or false. At the very basic level, this involves comparison of
two values, as in, is 3 greater than 2 (true). This is called a condition. More complex
Boolean expressions involve combinations of one, two or more conditions with logical
operatorsuch as AND, OR and NOT.

Many simpler languages, including older versions of Basic, do not treat Boolean as a
distinct data type. Instead, they use Boolean expressions as necessary in language
constructs such as branches. We will treat Boolean as a gatgust like we have done

for numbers and strings.

Goal

Unlike in previous chapters, we will split our intended end result into two parts. In this
chapter, we will only deal with the basic level of Boolean data: the condition.

A Boolean condition is expssed as an expression, followed by a relational operator,
followed by another expression of the same type. A relational operator specifies a
comparison to be performed between the expression to its left and the expression to its
right. Common relational agrators are:

= (sometimes | Equal to. The condition evaluates to true if the expressions on the
== and right produce the same value.

<, > Less than, Greater than. The comparison is obvious.

>=, <= Greater than or equal to, Less than or equal to réberses,
respectively, of the previous two relational operators.

<> (sometimes| Not equal to. The reverse of the first two.

1=)

Notice that, unlike the last two chapters, there is no Boolean factor (or constant) from
which expressions are made. The ctadiitself is the Boolean factor.

The Approach

The approach remains the same: scan methods for reading data, parse methods for

translating it. We will also have to add some capabilities to our CodeGen class, so it can
successfully deal with Booleans.

However, there are some major differences here.

Firstly, there is no Boolean factor as such. There is only the condition, which takes two
expressions, separated by a relational oper a
scanner and parser for relatidmperators, and we already have scanners and parsers for
expressions. The question is, what type of expressions? Numbers or strings?

A surprising number of languages get away with providing conditions using only

numbers. We will not do this. We will allocomparisons between either numbers or



strings. If the expression on left is a number, we will expect the expression on the right
also to be a number, and similarly with strings.
Can we do this? Well, we already have a generic DoExpression method, aich c
process either kind of expression. When it returns, the lasttypeprocessed field will contain
the type of expression it processed. All we have to do, then, is call DoExpression before
processing the relational operator, and depending of the valuetypé&sibcessed, call
either DoNumericExpression or DoStringExpression.
Secondly, how do we tell that we are processing a Boolean expression at any given point
in time? So far, we deal with one line of source code at a time, and at the beginning of
each line our single lookahead character allows us to predict the data type: if a line
begins with ", it's a string, and if it begins with a digit or 4 @r (, it's a number.
Considering that a Boolean condition begins with either a string or a numeric expyessi
how do we predict that this is a Boolean? We only get to know, as of the current
definition, when we reach a relational operator!
There are many ways to solve this problem. But since we have the luxury of defining the
language ourselves, we will gorfan easy solution. We will hereby mandate that alll
Boolean expressions will have to be enclosed in square brackets []. That way, if the
lookahead character is [, we know we have to process a Boolean expression.
So, to restate the goal for this part ostbhapter, we want to recognize and translate a
Boolean condition, which looks like this:

[<expression> <relational operator> <expression>]
Lastly, how do we generate code for comparison? Numbers and strings require separate
treatmet; we will modify CodeGen to handle both cases.

First Step

As has been our approach so far, we will do things one step at a time. Let us begin by
recognizing and translating Boolean conditions that involve numeric expressions on both
sides of relationabperators.

We already have the means of parsing and translating numeric expressions. We now need
to parse and translate the relational operators themselves. So, first and foremost,
CodeGen has to be enabled to handle the relevant operations.

Modifying CodeGen

We have seen that the CLR understands numbers and strings, and provides instructions to
load and store them. What about Boolean data?
The CLR does have a formal Boolean data type. This type occupies one byte in memory.
A zero value indicates False; aother value indicates True.
However, most Booleatype operations indicate their results via an integer number. In
this case, a zero indicates False and a one indicates True. The operations themselves are
IL instructions. There are three main instructicas follows:

| Opcode | What it does \




Ceq Pops the last two values on the stack, and if they are equal,
pushes an integer 1 on the stack, otherwise pushes an intege
As of now, we will consider the last two values to be integer
numbers, in which case thesaning of "equal” is well
understood. As we shall see shortly, "equal’ can mean all sor
things with other kinds of data.

Cgt Pops the last two values on the stack, and compares them. If
first value is strictly greater than the second value, sger 1 is
pushed onto the stack; otherwise an integer O is pushed. Not
first and second here refer to the order in which the values wg¢
pushed on to the stack. So, the instruction sequence:

1. Load?2

2. Load 3

3. Cgt
would result in 0 being pushed back be tstack.

Clt Pops the last two values on the stack, and compares them. If
first value is strictly less than the second value, an integer 1 i
pushed onto the stack; otherwise an integer 0 is pushed.

Generating code for these operations, therefergtraightforward. Add the following to

CodeGen.vb

Public Sub EmitEqualityComparison()
m_ILGen.Emit(OpCodes.Ceq)

End Sub

Public Sub EmitGreaterThanComparison()
m_ILGen.Emit(OpCodes.Cqgt)
End Sub

Public Sub EmitLessThanComparison()
m_ILGen.Emit (OpCodes.Clt)
End Sub

What about the other comparisons, namely the three kinds of inequality? Well, there are
no direct IL instructions. However, the three different kinds of inequality are simply the
reverse of the three handled kinds of comparison. Hxegtiality (<>) is the reverse of
equality,less than or equal to (<=) is the reverse of greater than, and greater than or equal
to (>=) is the reverse of less than. What we therefore do is to perform the reverse of the
inequality that we want, and compahe result for equality with the integer 0. For

example, to test for greater than or equal to, we actually do a less than, and see if the
result is equal to false.

Add the following to CodeGen.vb
Private Sub NegateComparison
EmitNumber(0)
EmitEquality = Comparison
End Sub

Public Sub EmitinEqualityComparison
EmitEqualityComparison
NegateComparison

End Sub



Public Sub EmitGreaterThanOrEqualToComparison
EmitLessThanComparison
NegateComparison

End Sub

Public Sub EmitLessThanOrEqualToComparison

EmitGrea terThanComparison

NegateComparison
End Sub
This enables us to generate code for the comparisons. Before we go on to the parsing, we
will add another case of WriteLine, which will allow the emitted executable to print
Booleans. Add the following to CodeGeh
Public Sub EmitWriteLineBoolean()

Dim strtype As Type = _

GetType(System.Boolean)

Dim consoletype As Type = _
GetType(System.Console)

Dim paramtypes() As Type = _
{ strtype}

m_ILGen.Emit(Opcodes.Call, _
consoletype.GetMethod( _
"Wr iteLine", paramtypes))
End Sub

Parsing the Boolean Condition

As usual, we write a Read method to scan stuff, and a Do method to parse it. The new
thing that we need to scan here is a relational operator. We will allow the following
relational operators:

Operator Stands for

=, == Equality comparison. The use of both forms should please
aficionados of most popular languages.

>, <, >=, <=, => =< | Just what they look like. We even support the seldged =<
and =>, which have the same meaning as <= and spectively.
The only other language | can think of that uses these operat
Ada.

<> 1= Inequality. Once again, we support both popular forms. We ci
try to please everybody. Except the FORTRAN people.

We do not allow white space between two symbBts.add the following code to
Parser.vb. As usual, the names indicate the section where they should ideally be added.
Private Function IsRelOperator(c As Char) As Boolean
Return "=><!I".IndexOf(c)> -1
End Function

Private Sub ReadRelOperator
m_CurrentTok enBldr = New StringBuilder

If IsRelOperator(LookAhead) Then
m_CurrentTokenBldr.Append(LookAhead)
m_CharPos += 1



Now, the condition itself.
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Returnresu It
End Function

Private Function DoBooleanCondition() _
As ParseStatus

Dim result As ParseStatus

result = DoExpression()

If result.Code = 0 Then
ReadRelOperator()

If TokenLength = 0 Then
result = CreateErro r(1, "a relational operator.")
Else
result = DoRelationalOperator()
SkipWhiteSpace()
End If
End If

Return result
End Function

Fairly seltexplanatory code. We perform the usual processing for an expremsibn,

then read a relational operator. Thereafter, depending on the type of the first expression,
we do a second expression. At this point, the values of both expressions should be on the
stack, so we just emit the relevant comparison opcode.

Note that forthe first time, we have a method whose name begins with Generate. This is
just a convenience, to handle the large number of relational operators. It should be placed
in the parser section.

As of now, we haven't enabled CodeGen to do comparisons for s@og®r now,

although the parser will generate code for both string and numeric expressions, the result
will be incorrect if the expressions are strings. We will deal with strings shortly.

Next, we parse the Boolean expression, which currently is dedimadcondition,

surrounded by square brackets [].
Private Function DoBooleanExpression() _
As ParseStatus

Dim result As ParseStatus

If Not LookAhead.Equals("['c) Then
result = CreateError(1, "[*)

Else
SkipCharacter()
SkipWhiteSpace()
resul t= DoBooleanCondition()

If result.Code = 0 Then
If Not LookAhead.Equals("]"c) Then
result = CreateError(1, "]")
Else
SkipCharacter()



Again, fairly selfexplanatory. We look for and discard the Boolean delimiters (much like
we do with brackets in numeric expressions), and process the condition between them. As
in all our root expressieparsing methods, weet the last type processed at successful
completion.

Finally, our catckall DoExpression method has to be extended such that it calls
DoBooleanExpression when needed. We also have to revise DoLine, such that it calls the

Boolean version of WriteLine wheappropriate. The revised methods are given below.
You need to add or change the lines which appear in bold.
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Testing

Time to test our codso far. Compile with
vbc /out:compiler.exe compiler.vb parser.vb codegen.vb utilities.vb
Run with
compiler
As in the last chapter, remember that this is the rio#iversion of the compiler, so you
can enter any number of values, one on diaeh Press Ct+Z or F6, followed by Enter
to finish, which will produce test.exe. Try the following:
"Testing Boolean data"
"[10>3]"
[10>3]
"[10<3]"
[10<3]
II[5>=5]II
[5>=5]
II[5>=2]II
[5>=2]
"[5>=10]"
[5>=10]
II[3<=3]II
[3<=3]
II[3<=5]II
[3<=5]
II[3<=2]II
[3<=2]
II[3<>5]II
[3<>9]
"[3!1=5]"
[3!1=5]
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We take advantage of the ability of our "language" to handle lines consisting of different
data types, and display each condition before actually evaluating it and showing the
result. When you run the resulting test.exe,ryautput should look like this:
Testing Boolean data

[10>3]

True

[10<3]

False

[5>=5]

True

[5>=2]

True

[5>=10]

False

[3<=3]

True

[3<=5]

True

[3<=2]

False

[3<>5]

True

[3!1=5]

True

Needless to say, our parser will correctly catch and display any errorsax gyiie
Boolean expression.

Comparing Strings

We can now correctly compare any two numeric values. What about strings? Equality
and inequality are fairly obvious, but how do you determine whether a string is "greater
than" or "less than" another?

Comparson of strings is quite a can of worms. Most languages (including a prominent
CLR language) simply avoid the topic by providing only equality and strict inequality
comparisons for strings. But some languages, notably Basic, have always provided the
ability to compare strings. So shall we. Let's look at how.

In common, dayto-day use of language, we usually use theated alphabetical order.

This order loosely specifies how we compare strings; for example, the string "A" is "less
than" the string "B", ando on. For representation on computers, a more strict
specification is required.

As most people know, this specification was initially achieved by assigning a code
number to each commonly used character, and the order of these codes were used to
determire the order of strings as well. Over time, several systems of such codes evolved,
culminating in what is today known as Unicode.

We can still use this system to order (and therefore compare) our strings. Under this
scheme, the order of commonly used chiaracis as follows:



Digits (0-9) < uppercase Roman lettersZA < lowercase Roman lettersZa< accented
letters (A etc.) < characters in nomman languages

So, in this scheme:

"013" < "JAR" < "Jar" < "jar" < "jAr" < "jar"

What about the case where 8tangs being compared are of different lengths? The
comparison terminates the moment two corresponding characters are different. For
example, if a character in the first string is greater than the corresponding character in the
second string, the firstring is greater, no matter what the length of either string is. If the
two strings are identical up to a point, and only differ in length, then and only then, the
longer string is considered greater. So, for example:

"JAR" <"j'

"ia">"JAR"

"ja" < "jar"

The last special case is the empty string. This is considered less than any other string.
Thus:

ar >

o mIAr

This method of comparing strings is formally called "ordinal" comparing, or sometimes
"binary" comparing because the code (binary) value cf eaaracter in one string is
compared against the corresponding character in the other. This is good enough in a lot of
circumstances.

However, the moment you start dealing with +iemglish languages, this scheme may not
be enough. There may be languagiasch use the roman character set, but have different
ordering rules. And complex scripts, which involve things like combinations of
characters, may not be easily amenable to this kind of ordering. Luckily, the CLR is
aware of such globalization issuesdagmovides methods for "cultwavare”

comparisons.

The language from which | have generally been plagiarizing my treatment of strings,
Microsoft Visual Basic, allows for comparison using either the ordinal or the culture
aware method. You can specify whioption to use at the beginning of each source code
file by the means of an instruction (Option Compare) to the compiler (Such an
instruction, which does not cause code to be generated directly, but affects the behavior
of the compiler, is called a prag).

We will not be so flexible. Keeping in mind years of tradition, we will cause our string
comparisons to exclusively use the ordinal method, where digits are less than uppercase
letters are less than lowercase letters and so on.

Note that | am omitting great deal of detail here. As has been the practice so far, we
deal with just as much as we need. If you would like to dig deeper, the .NET Framework
SDK documentation contains huge amounts of information on the topic of cultures, string
comparisons etcreplete with excellent examples. Look under globalization.

Strings are not numbers

Here is an observation. We have written our parser to recognize both numbers and
strings. As of now, if we write Boolean expressions using strings, such as ["jar">"JAR"],
they will compile successfully. The resulting code will even run. But the results will be
unpredictable. Additionally, if the condition involves less than or greater than



comparisons, and if we run PEVeriy the resulting executable, it will duly wara u

(using unnecessarily cryptic error messages) that the clt and cgt opcodes do not expect a
string.

We may discuss the details of why it seems to work some other time. As of now, what we
need to know is that we cannot use the IL comparison instructiaasripare strings.

Instead, just like we did for string concatenation, we will borrow a shared (static) method
of the string class, which is provided by the CLR itself.

The method we want is called CompareOrdinal. It expects two strings on the stack (let's
call them string A and string B, in that order), and compares them in the way described in
the previous section. Depending on the result of the comparison, it pushes a value on the
stack. The value pushed is a negative number if string A is less thanBstergpsitive

number is string A is greater than string B, or zero if they are equal.

Modifying CodeGen to compare strings

We want to create a set of CodeGen methods which mimic the behavior of our existing
comparison methods. Let's do that now.

Add the bllowing to CodeGen.vb.
Private Sub EmitStringCompare()
Dim stringtype As Type = _
GetType(System.String)

Dim paramtypes() As Type = _
{stringtype, stringtype}

m_ILGen.Emit( _
OpCodes.Call, _
stringtyp  e.GetMethod( _
"CompareOrdinal”, _
paramtypes _
) _

)
End Sub

Public Sub EmitStringEquality()
EmitStringCompare()
EmitNumber(0)
EmitEqualityComparison()

End Sub

Public Sub EmitStringlneq uality()
EmitStringEquality()
NegateComparison()

End Sub

Public Sub EmitStringGreaterThan()
EmitStringCompare()
EmitNumber(0)
EmitGreaterThanComparison()

End Sub

Public Sub EmitStringLessThan()
EmitStringCompare()
EmitNumber(0 )



EmitLessThanComparison()
End Sub

Public Sub EmitStringGreaterThanOrEqualTo()
EmitStringCompare()
EmitNumber( - 1)
EmitGreaterThanComparison()

End Sub

Public Sub EmitStringLessThanOrEqualTo()
EmitStringCompare()
EmitNumber(1)
EmitLessThanComparison()

End Sub

In the method EmitStringCompare, we are emitting a call to the shared (static) method
CompareOrdinal of the class System.String. This is the basis of all the string
comparisons, which function in exactly the same way as ti@neric counterparts. With

two exceptions: in the case of 'greater than or equal to’ and 'less than or equal to’, we do
not negate less than and greater than respectively. Instead, we take advantage of the
nature of the return value of CompareOrdinahc8i CompareOrdinal returns a negative
number for less than and a zero for equal to, all we have to do is check to see if the
returned value is less than one to performitlee s s t han or equal to
exact opposite approach is used for 'grethi@n or equal to'.

Now, we have to modify the GenerateRelationalOperator method of our parser to ensure
that string comparisons generate the correct code. Replace the method already present in

Parser.vb with the revised one shown below.
Private Sub Genera teRelationalOperator( _
operator As String)

If m_LastTypeProcessed.Equals( _
GetType(System.Int32)
) Then

Select Case operator
Case "=", "=="
m_Gen.EmitEqualityComparison()
Case ">"
m_Gen.EmitGreaterThanComparison()
Case "<"
m_Gen.EmitLessThanComparison()
Case ">=", "=>"
m_Gen.EmitGreaterThanOrEqualToComparison()
Case "<=", "=<"
m_Gen.EmitLessThanOrEqualToComparison()
Case "<>", "I="
m_Gen.EmitInEqualityComparison()
End Select

Elself m_LastTypeProcessed.Equals( _
GetType('System.String") _
) Then

Sele ct Case operator
Case lI:lI, II::lI



m_Gen.EmitStringEquality()
Case ">"
m_Gen.EmitStringGreaterThan()
Case "<"
m_Gen.EmitStringLessThan()
Case ">=", "=>"
m_Gen.EmitStringGreaterThanOrEqualTo()
Case "<=", "=<"
m_Gen.EmitStringLessThanOrEqualTo()
Case "<>", "I="
m_Gen.EmitStringlnequality()
End Select

End If
End Sub

And that's that. Ware ready to perform string comparisons accurately. Compile our
compiler, and let's test it.

Testing String Comparisons

Letds take a slightly different approach to
test cases. Let us put all of them intole, fand compile that file. We already possess this
capability. So, type the following into a file called teststr.txt

"Testing string comparisons”

"Testing ="
"jar=JAR"
["jar'="JAR"]
“jar=jar"
['jar'="jar"]
"Testing >"
"jar>jar"
["jar">"jar"]
"jar>JAR"
["jar">"JAR"]
"JAR>jar"
["JAR">"jar"]
"Testing <"
"JAR<JAR"
["JAR"<"JAR"]
"JAR<jar"
["JAR"<"jar"]
"jar<JAR"
["jar"<"JAR"]
"Testing >="
“jar>=jar"
["jar">="jar"]



"jar>=JAR"
["jar">="JAR"]
"JAR>=jar"
["JAR">="jar"]
"Testing <="
"JAR<=JAR"
["JAR"<="JAR"]
"JAR<=jar"
["JAR"<="jar"]
"jar<=JAR"
["jar'<="JAR"]
"Testing <>"
"jar<>jar"
[Mjar'<>"jar"]
"jar<>b"
[far'<>"b']
"Testing differentsized strings"
"JAR< |
["JAR"<"}"]
"ja>JAR"
["ja">"JAR"]
"ja < jar"
[ < 'jar]
"Testing string expressions”
"raj=r & aj"
['raj’ ="r" & "aj'"]
mM&j=r&aé&j"
['ra" & " ="r" & "a" &"j"]
"Testing empty string”
"empty string > something"
[ > "something"]
"empty string < something"
[ < "something"]
Compile this with

Compiler teststr.txt
Run it with

Teststr
The output should look like this:
Testing string comparisons

Testing =



jar=JAR
False
jar=jar
True
Testing >
jar>jar
False
jar>JAR
True
JAR>jar
False
Testing <
JAR<JAR
False
JAR<jar
True
jar<JAR
False
Testing >=
jar>=jar
True
jar>=JAR
True
JAR>=jar
False
Testing <=
JAR<=JAR
True
JAR<=jar
True
jar<=JAR
False
Testing <>
jar<>jar
False
jar<>b
True
Testing differentsized strings
JAR< |
True



ja>JAR
True
ja<jar
True

Testing string expressions

raj=r & aj
True
ra&j=r&aé&j
True

Testing empty string
emgy string > something
False

empty string < something
True

Conclusion

In this chapter, we have begun to process Boolean expressions involving both numbers
and strings. Unlike a lot of languages, our parser can correctly generate code for all kinds
of compaisons between strings, albeit using the ordinal method of string comparison. In
the next chapter, we will extend our parser to understand complex Boolean expressions,
involving logical operators such as AND, OR and NOT.



Booleans Part |l

Introduction

In the previous chapter, we gave our parser the ability to parse and translate Boolean
conditions. In this chapter, we will extend it to recognize complex Boolean conditions
involving logical operators. In this chapter, we will refer to the conditions we ehable
the previous chapter as simple conditions.

Goal

Complex Boolean conditions are one or more Boolean conditions, combined with logical
operators which affect the meaning of these conditions. Common logical operators are:

Operator What it does

AND Combnes two Boolean conditions together, usually using the fc
<condition> AND <condition>.

The combined expression evaluates to true if both the conditior,

are true, and false in every other case.

OR Combines two Boolean conditions together,alisuusing the form
<condition> OR <condition>.

The combined expression evaluates to true if either one or both

conditions are true, and false otherwise.

NOT Negates a single Boolean condition, using the form

NOT <condition>
The combined expression is false if the condition is true, and vi
versa.

The condition, in each case, can be a simple condition or a complex one.
An expression can contain any permutation and combination of conditions and operator,
such as <condition> ANBcondition> OR <condition> AND NOT <condition>.
In processing such an expression, NOT takes precedence over AND, which takes
precedence over OR. So, in the expression :

<condition2B> OR NOT <condition 2> AND <condition B>
first, condition 2 vill be evaluated and negated, then the result would be-adiD
(pardon the expression) with condition B, and finally the result of that will be®Rith
condition 2B.
We will also allow for brackets to increase priority, as we did in the case of numeric
expressions. So, in the expression:

(<condition 2B> OR NOT <condition 2>) AND <condition B>
, first condition 2 will be negated, then the result-€Rwith condition 2B, and then the
result of that ANDed with condition B.

The Approach

The apprach we will take is similar to the one we took for mathematical expressions; we
will deal with operator precedence by splitting the complex condition into smaller parts,
like the terms and factors in Chapter 3. So, let us define four such parts:



1 Boolean Fator: As of right now, a Boolean factor is a condition. We will expand
this below.
1 Not-operation: this can be two things; a Boolean factor, or a NOT operator
followed by a Boolean factor. We will define the NOT operator to be the word
NOT (uppercase or logrcase), or the symbol !.
1 And-operation: this can be two things; a{ogteration, or a not operation
followed by an AND operator followed by a roperation. The second definition
can repeat, as in noperation AND noperation AND noperation and soro
ad infinitum. We will define the AND operator to be either the word AND
(uppercase or lowercase), or the symbol &
1 Or-operation: this can be two things: an angkration, or an andperation
followed by an OR operator followed by an amgeration. The send definition
can repeat, as in afmperation OR andperation OR andperation and so on ad
infinitum.
As you can see, this is exactly the same as the way we process mathematical expressions.
The only things missing in the definition so far are the bets;or precedence. We will
handle these in the definition of the Boolean factor, by recursively calling the topmost
level, oroperation, just like we did in the case of factors in mathematical expressions.

First Step

Before we parse any of the parts defi above, we have to enable CodeGen to handle
logical operators. Let's start with that.

Modifying CodeGen
There are two IL instructions which we need to use. These are:

Opcode What it does

And Pops the last two values on the stack, performs an AND aperat
them, and pushes the value back on the stack. An AND operatio|
bitwise operation, in which each corresponding binary digit of the
two values are compared against the other, and the correspondi
of the result is 1 if they both are 1, andt@erwise. This operation
could be applied to any integer number. For example, 4 AND 6
evaluates to 4 (100 AND 110 in binary evaluates to 100), and 4 /
2 evaluates to 0 (100 AND 010 = 000). Before using this opcode|
will ensure that the last two vaki@ushed are 'Boolean’ values;
i.e.,either 1 or 0. Thus the result will be 1 (true) if both values pu:s
are 1, and 0 otherwise, which is exactly what we want.

Or Pops the last two values on the stack, performs an OR operation
them, and pushes thelwa back on the stack. OR is also a bitwise
operation. Since we ensure that the opcode will be emitted only &
two "boolean” integer values, we will get the effect we want.

For NOT, we use the technique we already have; we negate the last valaestatkhby
comparing it with 0; in other words, we call the NegateComparison method we have
already written.

Add the following to CodeGen.vb



Parsing the Boolean Condition

As usual, parsing will involve writing Do methods for each of the four parts that we have
defined, and corresponding Read methods. We will also cseate recognizers. Type

the following into Parser.vb. As usual, the names give a clue as to where in Parser.vb
they should be added.
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Finally, we must change our definition of DoBooleanExpression. Currently, it directly
calls DoBooleanCondition. We need to modify it to call the top level of our recursive
descent hierarchy, which is DoOrOperation.

Here is the modified DoBoeanExpression. The changed line is indicated in bold.
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Testing

To test the large number of possibilities aseve now enabled, we will once again take
advantage of our compiler's ability to process whole files. Type the following into a file
called testcomplex.txt

"Testing complex boolean conditions”
"[1=1]"

[1=1]

“[1=1 and 14]"

[1=1 and 1=1]

“[1=1 and 1=2]"

[1=1 and 1=2]

“[1=2 and 1=1]"

[1=2 and 1=1]

"[1=2 and 1=2]"

[1=2 and 1=2]

"[1=1 or 1=1]"

[1=1 or 1=1]

"[1=2 or 1=1]"

[1=2 or 1=1]

"[1=1 or 1=2]"

[1=1 or 1=2]

"[1=2 or 1=2]"

[1=2 or 1=2]

“[not 1=2]"

[not 1=2]
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“[not 1=1]"

[not 1=1]

"[1=1or 1=2 and 1=1]"
[1=1or 1=2 and 1=1]

"[1=2 or 1=2 and 1=1]"

[1=2 or 1=2 and 1=1]

"[(1=1 or 1=2) and 1=1]"
[(1=1 or 1=2) and 1=1]

"[1=1 and not 1=2]"

[1=1 and not 1=2]

"[1=2 or not 1=1]"

[1=2 or not 1=1]

"[1=1 and not (1=2 or not 1=1)]"
[1=1and not (1=2 or not 1=1)]

Like in the previous chapter, we will output the condition itself to the screen before
showing its result. Compile with
Compiler testcomplex.txt
Run with
testcomplex
The results should look like this:
Teding complex boolean conditions

[1=1 and 1=1]
True

[1=1 and 1=2]
False

[1=2 and 1=1]
False

[1=2 and 1=2]
False

[1=1 or 1=1]
True

[1=2 or 1=1]
True

[1=1 or 1=2]
True

[1=2 or 1=2]
False

[not 1=2]
True

[not 1=1]
False

[1=1 or 1=2 and 1=1]



True

[1=2 or 1=2 and 1=1]

False

[(1=1 or 1=2) and 1=1]

True

[1=1 and not 1=2]

True

[1=2 or not 1=1]

False

[1=1 and not (1=2 or not 1=1)]
True

As always, if you make any errors while keying in the source, the compiler will detect
and flag it.

Note

As our complex conditions stand right now, simple conditions on both sides of a logical
operator are evaluated in every case. However, most modern languages do not treat
logical operators this way. Instead, they use a process calleecgbaiting, which
involves evaluating only as much of a complex condition as is necessary. For instance, if
the condition on the left side of an AND operation is false, there is no need to check the
one on the right; the complex condition is guarantedzbttalse.
This can turn out to be quite an advantage in many situations. For example, the
expression

[1=2 AND 2=1/0]
will cause a rurtime error in our current implementation. In an implementation which
uses shottircuiting, the rurtime erra would never happen.
In fact, if you go by pure definitions, sherircuiting behavior is what is called logical.
The kind of behavior we have implemented is called bitwise. The only operator which
currently behaves is a pure logical manner is NOT.
Howe\er, our current behavior works for our purposes. So, at the moment, purity be
damned, we will use the current implementation. In a later chapter, we will add two more
operators which will emit true logical AND and OR behavior.

Conclusion

At this point, ourcompiler correctly processes Boolean conditions of arbitrary

complexity. However, comparing constants against one another is not very exciting. We
already know the results. Booleans are really useful when they involve variables.
Variables will be introdued in Chapter 8. But just before that, we will take an important
decision about the nature of the "language" that our compiler will compile, and introduce
a subject that will implement that decision: statements.



Statements

Introduction

So far, we have ceged a "language” which recognizes three types of expressions:

integer, string and Boolean. Our source consists of one or more lines of these
expressions. The application we compile simply shows the results of these expressions on
the screen. It is now tiento expand our "language” to do more.

Kinds of languages

Computer programming languages can be segregated into many different categories. The
category that most of us are familiar with is called imperative. Imperative programming
languages consist of imsttions (also called commands or statements) which are given in
order, and are expected to be carried out in order, too. Each statement affects the state of
the underlying machine, such that each command can depend on the results of previous
commands. Foexample, if a statement sets the value of a variable, subsequent
statements can depend on the value remaining set. Examples of imperative languages are
FORTRAN, Pascal and C.

There is another category of language, called functional. In this categdagkallare

performed as calculating the value of "functions": entities that take zero or more values as
input, and return a single, predictable value as output. All traditional programming tasks,
such as looping (performing some tasks repeatedly) and limgr{¢tftansferring execution

to some other part of the program) are performed via functions. Examples of functional
languages are LISP, Scheme and ML.

Most people are used to the imperative category. Thus, tyet-asnamed language we

will develop will akko be imperative.

Statements

Any imperative language consists of statements, which are instructions understood by
that language. These instructions cause some kind of action to occur. There are usually
three kinds of statements defined by common languages:

1 Expression statements. These simply cause an expression to be evaluated.
Nothing happens with the final value per se, unless the language defines some
action as part of expression evaluation. Many languages use this kind of statement
to perform assignmeimtf values to variables, and to handle operators such as ++
and--, which change the value of the variable they are applied to. Currently, this
is the only kind of statement our compiler understands.

1 Simple statements. These usually consist of a singieigt®n combined with
data in the form of expressions. The instruction causes some kind of action to be
performed on or with the data. Examples are the PRINT statement of BASIC,
which causes the expression after it to be displayed on screen, or the LET
statement, which expects a variable, followed by an assignment operator,
followed by an expression, and assigns the value of the expression to the variable.
The last example shows that a language can consider expression statements to be
a special case of spte statement.



1 Compound statements. These are a group of simple statements, or a combination
of simple and compound statements. A common term for compound statements is
block. A block is useful when a set of statements have to be executed as a
sequential wole, perhaps when some condition is met. In a way, a program is
nothing but a block.
All three (or two, if you consider expression statements as a special case of simple
statement) kinds of statements have a defined beginning and end. The beginning is
straightforward; a statement begins when the one before it ends. What about the end?
Different languages take different approaches. The two most common approaches are:
1 The end of the line is the end of the statement. When the scanner meets a carriage
return/ine feed, the line and the statement are supposed to have ended.
1 A special enebf-statement symbol, usually the semicolon (;), is used. Thus, a
statement can span multiple physical lines.
What about compound statements? Once again, there are two commeachpp:
1 Some kind of block begin and block end symbols, such as the ({hateche and
others) "curly brackets" { and }, or the words BEGIN and END.
T "Block instructions”, which are instructions which can cause a block of statements
to be executed. Thesastructions usually have a matching "ensdtruction”
instruction to indicate the end of the block. Examples are tBadflf and While
End While pairs of the Basic language.
Basic being my language of preference, | will exercise some bias. The langaage t
create will have statements that terminate at the end of each line, and will use matched
instructiorEnd instruction pairs for blocks.

Goal

Our goal in this chapter is to extend our "compiler” to understand simple and compound
statements. We will nlonger simply evaluate expressions, but only do so if the

statement requires it. Thus, we are not going to use pure expression statements (as of
now).

To begin with, we will compile two examples of simple statements, and one example of a
compound stateménThe statements we will compile are:

Statement What it does

Print This statement will do what we have been doing all along; it will pr
expressions on screen. It will expect an expression after itself, ang
print the value of that expression.

REM This statement will ignore the rest of the line after itself.
Co mme nt | This pair of instructions will demonstrate compound statements. A
Comment lines between a Comment statement and its matching End Comm|

will be ignored by the compiler.

One more Isow of bias: these instructions will be cassensitive.

The Approach

As always, we will approach the problem one step at a time. We will begin by
introducing the concept of simple statements to our parser. Once done, we will move on
to compound statemest



How does a statement compile down into CIL? Well, most statements will not have any
IL equivalents: they will compile down to a series of CIL instructions. The Print
statement, for example, will compile to a series of CIL instructions which evaluate the
expression, and then call the WriteLine appropriate to the expression's type.

Sounds like we got all the CodeGlavel plumbing ready, right? So, on to the parsing.

First Step

What does a statement look like? Usually it is a word, in English or an apyaton
thereof, that is not decorated by any delimiters. We don't have a scanner method which
can read that yet, so let's create one. Our scanner method (and associated recognizer
method) will read a new kind of token called a name. We will use namest@anshts,
and also for some more purposes. So, let us define some rules for names.

1 Names may consist of letters, digits and the underscore (_) character.

1 Names must begin with a letter or an underscore, and NOT with a digit. Can

anyone guess why most larages do not allow names starting with digits?

1 Names are NOT casensitive.
Given these rules, we can create a scanner method for names pretty easily. Type the
following into Parser.vb. As usual, the names give a clue as to where they should be
added.

Priv ate Function IsNameCharacter(ByVal ¢ As Char) As Boolean
Dim result As Boolean = False

If Char.IsDigit(c) AndAlso _
Tokenlength > 0 Then
' Digits allowed after start of name
result = True

Elself c.Equals("_"c) Then
result = True

Elself Char.lsLetter(c) Then
result = True

End If

Return result
End Function

Public Sub ReadName()
m_CurrentTokenBIdr = New StringBuilder

Do While IsNameCharacter(LookAhead)
m_CurrentTokenBIdr.Append (LookAhead)
m_CharPos += 1
If EndOfLine Then

Exit Do
End If
Loop
End Sub

Now, what about parsing? Type the following into Parser.vb.
Private Function DoPrintCommand() As ParseStatus
Dim result As ParseStatus

SkipWhiteSpace()
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DoCommand assumes that ReadName has been called already, and examines the current
token. If the token matches a recognized command, we process that command.

Note how the Print command has been processed. The Print command expects an
expressan after itself, so we simply call DoExpression, which does the needful. After
DoExpression finishes successfully, we check the last type processed, and emit the
appropriate WriteLine. Finally, since the Print command does not expect anything else,
we che& to see if we have reached the end of the line. If not, we return an error.

Also notice how the Rem command gets processed. We emit, quite literally, nothing.

In the DoCommand method, notice that for the first time, we are calling CreateError with
a pararmater value of 2. This is such that a more descriptive error message can be given in
the case of an invalid command. Modify the CreateError method as follows. Just add the

bold lines.

Private Function CreateError( _
Byval errorcode As Integer, _
Byval DescriptionParameter As String _
) As ParseStatus

Dim result As New ParseStatus
Select Case ErrorCode

Case 0
result = New ParseStatus()
Case 1
result = New ParseStatus(1, _
"Expected " & _
DescriptionParameter,
m_CharPos+1,
m_LineCount)
Case 2

result = New ParseStatus(2,
String.Format( _
"{0}" is not a valid command", _
DescriptionParameter),
m_CharPos - _
DescriptionParameter.Length,
m_LineCount)

End Select
Return result
End Function

Finally, when does all this get called?

A New Line

So far, our parsing process has started at DoLine, which calls DoExpression, which
predicts and parses a particular type of expression, and sets the last type parsed. DoLine
then calls the apppriate kind of WriteLine. This was the fixed behavior of processing a
line.

By introducing statements, we change all that. Each line must now begin with a
command, and the validity of what else it contains is determined by the command itself.
Similarly, whether to emit a WriteLine (or any other instruction) is decided by the
command. Thus, our old, mudmanged DoLine method is now defunct. Let us write a

new one. Remove the old DoLine in Parser.vb, and put in this new one.



Private Function DoLine() As Pars eStatus
Dim result As ParseStatus

SkipWhiteSpace()
m_LastTypeProcessed = Nothing

If Not EndOfLine() Then

ReadName()

result = DoCommand()
Else

result = New ParseStatus
End If

Return result
End Function

We also take this opportunity to make a small addition: an empty line is syntactically
valid. Andthat is that.

Testing it
Compile and run as usual. Test it with the following code:

REM This is a simple program
Print "Hello, World"

Print 2+4/21
Print [2=2 And 4=1]
It should work as expected. If we make a mistake, our compiler will point it out.

Compound Statements

Now that the basic framework for simple statements is in place, we can start thinking of
compound statements.

As discussed earlier, compoundtements are simply a set of simple statements, which
need to be considered together as a whole. One example of the usage of compound
statements is when we want to execute one set of statements if a condition is true, and
another if it isn't. Compound s$taments are also often called blocks, and that is the term
we will use hereatfter.

As we decided earlier, a block will begin when a "block instruction” (which is a
command which requires a block following it) is encountered, and will end when a
matching "ed instruction” is encountered. Blocks can be nested, that is, one block can
contain another block.

To begin with, we will write some code which will help out with blocks. Add the

following new classes to Utilities.vb.
Public Class Block
Private m_Block  type As String
Private m_Startingpoint As Integer
Private m_Endingpoint As Integer

Public ReadOnly Property BlockType() As String
Get
Return m_Blocktype
End Get
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The class called Block will represent a single block, specifying its type (such as IF, FOR
or COMMENT, and its starting and ending points. We will cover starting and ending
points two chapters down the line.

The dass called BlockStack is simply a collection of blocks. As we add a block to the
collection, it becomes the "current” block. We also provide a method to find the "closest
outer" block of a given type. For example, we can find the last IF block. The starsh
from the most recently added block, and goes backwards. This, too, will come in useful
in later chapters.

Now, how do blocks actually get used in our parser? Consider this: a block is nothing but
a sequence of lines, which must be parsed and mete&iven that definition, we can
easily write a method to process a block. Here it is. Type it into Parser.vb inside the
Parser class. As usual, put the field with the other fields, and put the DoBlock method

with all the other Do methods.
' Block stack
Private m_BlockStack As New BlockStack

Private Function DoBlock(ByVal newblock As Block) _
As ParseStatus

Dim result As ParseStatus
m_ BlockStack.Push(newblock)

Do While GetLine()
result = DoLine()
If result.C ode <> 0 Then
Exit Do
End If
Loop

' Block will end when the result code returned
'is -1
If result.Code = -1 Then
result = New ParseStatus
m_BlockStack.Pop()
End If

Return result
End Function

The DoBlock method simply gets one line at a time from the input stream, and calls
DoLine to process it. This is exactly what our Parse method currently does. But we do a
few other things here. One, we push the newly started Block object onto the block stack
at the beginning. Secondly, there is a special case that we trap here;-afotkid
statement, we assume, will return a special ParseStatus code viayevbfch will

cause the Do loop in the DoBlock method to terminate. The return cédahot &

error, so we swallow it, while removing the current block from the block stack, as it is
now legally finished.

When does a block properly begin and end? Needless to say, when appropriate
commands are encountered. So, let us add such commands. Tydewiaddwo

methods into Parser.vb. As usual, put the field with the other fields.
' In Comment Block flag



The DoCommentCommand methodwases that a command called "comment” has been
successfully parsed. It simply calls DoBlock, starting a new block whose block type is
"Comment". Notice we are using the vaklefor the starting and ending point members

of the block object for now. Also nice how we save the old state of the
m_inCommentBlock field before calling the new block, and restore it after the new block
is finished. Can you guess why we do this?

The DoEndCommand method is more genprapose. It assumes that a command called
"end" has been successfully parsed. At this point, there should be a word after the End,
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which should match the current block type. So, we check for that, and if true, return a
special ParseStatus with the return valuélofAs we saw earlier, this will make

DoBlock break out of its loop, and clear the current block from the block stack. The word
End followed by any word other than the current block type is invalid, unless we are
currently inside a comment block. We check for that eventuality, too, and takef dare
What remains now is to add the actual calling of these two methods to our DoCommand

method. Make the following changes in Parser.vb. Just add the bold lines.
Private Function DoCommand() As ParseStatus
Dim result As ParseStatus

If TokenLe ngth =0 Then
result = CreateError(1, "a valid command")
Else
If CurrentToken.ToLower = "end" Then
result = DoEndCommand()
Elself CurrentToken.ToLower = "comment" Then
result = DoCommentCommand()
Else
If Not m_InCommentBlock Then
Select Case CurrentToken.ToLower
Case "print"
result = DoPrintCommand()
Case "rem"
result = DoRemCommand()
Case Else
result = CreateError(2, _
CurrentToken)
End Select
Else
" Ignore the rest of the line
m_CharPos = m_LineL ength
"and return a "successful" result
result = New ParseStatus
End If
End If
End If

Return result
End Function

Notice how we are segregating the "End" and "Comment" commands. This is because
when inside a comment block, those are the only two commands which will be processed.
All other commands, indeed, any text on any line, will be ignored, because we return a
"successful" result and do not even look at the rest of the line if we are in aecdbmm

block.

One last check and we are done. Our parsing process is started off by the method Parse.
When parsing is over, there should not be any dangling blocks left. In other words, we
should not begin a block and not end it. In yet other words, wheratse method

finishes its work, the block stack should be empty. So, let us modify the Parse method

accordingly. Just add the lines in bold.
Public Function Parse() As ParseStatus
Dim result As ParseStatus
Do While GetLine()
result = DoLine 0



If result.Code <> 0 Then
Exit Do
End If
Loop

If result.Code = 0 AndAlso _
(Not m_BlockStack.ISEmpty) Then
result = CreateError(1, _
"End" & _
m_BlockStack.CurrentBlock
End If

Return result
End Function

Testing

Test our compiler, first with this:
REM This is a simple program
Comment

Print "Hello, World"
End Comment

Print 2+4/21
Print [2=2 And 4=1]
and then with this:
REM This is a sim@ program
Comment
Print "Hello, World"
Comment
Print 2+4/21
Print [2=2 And 4=1]
End Comment
End Comment

Both should work. Our compiler should flag any errors that you make.

Conclusion

In this chapter, we took the decision to make ourgiancompile an imperative

language, that is, one comprising of statements. We learned how to incorporate simple
statements and compound statements into our language, and have ended up with a
language which understands three instructions: Rem, PrinCanchme nt é En d
Comment. In the next chapter, we will start working on that staple of all programming

languages: the variable.
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Variables

Introduction

Over the last few chapters, we have created a language which is capable of parsing (and
generating executabé®de for) various kinds of expressions. In the last chapter, we made
our language capable of understanding statements, which are instructions that expect and
act on such expressions. However, one important element is missing from our concept of
expressios: the variable.

Variable

Simply put, a variable is a name that represents a value. Wherever a value can be used, a
variable can be substituted. Some examples using our own expression syntax:

2 +X

"Hello " & Myname
The assumption in the above examptethat a variable called x contains a numeric
value, and a variable called Myname contains a string.
How are variables associated with values? The most common way is to perform an
operation called assignment, although there may be other methods. Moahprogg
languages support a construct similar to the following:

<variable> = <value>
Once a value has been assigned to a variable, the variable can be used in any expression
where the value could have been used. The advantage is that the same exprebgion ca
re-used with varying values. Hence the name: variable.

Types

In practice, variables get a lot more complex. To begin with, variables have types. In our
example, the variable x is of the numeric type, and Myname is of string type.
When is the type of @ariable determined? There are two common approaches.
In the first approach, we can determine the type of a variable at run time, when it is
actually used. This is called Dynamic typing, and is commonly used in interpreters and
so-called "scripting" langages. Examples of languages that use dynamic types are Perl,
Python, Ruby and Visual Basic.
In the second approach, the type of a variable is indicated as part of writing a program,
and is checked by the compiler as part of the compiling process. Thiteid Static
typing, and is the more commonly used approach in compiled languages. Examples of
languages that use static typing are C, Pascal, ML, and Visual Basic.
A variable of a given type can be used in any expression of that type. But what if we try
to mix types in expressions, for instance by using a string variable in a numeric
expression? Consider the following example, which uses our own Print command and
expression syntax:

Myname = "Raj"

Myage = 32

Print "My name is " & Myname & " and my age" & MyAge
Will this work?



Some languages do not allow expressions which combine different types. Such languages
require an explicit conversion from one type to another if mixing of types is required.

This kind of language is said to be strongly typexhrgples of strongly typed languages

are Haskell, ML, Pascal, C++ (this is disputed by some), and Visual Basic.

Other languages are not so strict. They convert variables of different types as necessary at
run time. Such languages are said to be weakly typeaimples of weakly typed

languages are JavaScript (I guess one should say ECMAScript instead), VBScript and
Visual Basic.

Finally (and this will be the topic of a future chapter), apart from the kind of data stored

by a variable, its type also refersiiow such data is stored. For example, a variable can
store a single value (scalar), multiple values (array or vector), or just a reference to a
value stored elsewhere (pointer or reference).

The language that we are designing will be statically and stroyjggd.

It is a common feature (though not a strict requirement) of statically typed languages that
variables are declared before they are used. Our language will also require variables to be
declared.

Scope

Variables also have scope, which means arosimg context. Think of scope as being a

part of a program, such as a function or a block within a function. The whole program is
also a valid scope. The easiest way to understand the use of scope is this: within the same
scope, no two variables can hakie same name. But the same name can be used in
different scopes, such as in different functions.

Scopes have important connotations for variables, and as such will be the topic of a future
chapter. For now, we will assume that all variables that we compilbave a single

scope: the whole program. This means that we cannot repeatieclage variables.

Goal

Given the definition, our goal in this chapter is threefold.

1. Recognize and translate a statement which will allow for declaring variables,
which isspecifying a variable's name and data type. This statement will take two
forms:

Dim <variable> As <type>
and
<type> <variable>
and thus please people from two popular language camps. Dim is a command.
Possible types will be Integer, String and Boolean
2. Recognize and translate an assignment statement, which will allow associating
values with variables. This statement will also be in form:
<variable> = <value>
| remain loyal to Basic! | just don't know anyone who has used the LET statement
in the last &én years. As a matter of fact, let me add another syntax:
<variable> := <value>
This syntax is from three old favorites of mine: Pascal, Clipper and FRED.
Anyone even know what FRED was?
3. Allow the use of variables in any expressions, in lieu of constants.



The Approach

You must be tired of me saying that the approach remains the same. Well, this time, the
approach is going to be different.

Most of the scanning methods that we require are already there. For example, I'm sure
you have understood that variadldike commands, are names, and we already have a
scanner for that. Parsing the Dim command should not be a major problem. But the
assignment statement and the other syntax for declaring a variable; those are different.
In chapters three through six, aampiler basically parsed expressions on each line that
it translated. Depending on the first recognized lookahead character, the rules for how to
process a line would be defined by the relevant expression type. In chapter seven, we
changed the rules bydluding commands; now, a line began with a command. What
followed the command was the command's business.

This time, we change the rules yet again. Now, a line can begin with:

1 A command, in which case the rest of the line is the command's problem.

1 Atype,in which case the next token should be a variable name. This is the second
declaration syntax.

1 A variable, in which case the next token should be an assignment operator ("=" or
".="), followed by an expression matching the type of the variable. This is the
assignment statement.

We will have to change our approach to DoLine yet again! But before all that, we need to
ask ourselves that alinportant question: how do variables translate down to IL?

First Step

Once again, the fact that we are compiling to th& @elps us. The CLR understands the
concept of variables well.

The CLR actually understands three kinds of "variables": local variables, fields, and
arguments. The last two will be covered in future chapters. As of right now, we need to
look only at localariables, which are variables that are declared and used within a single
method. If you remember the description of our CodeGen class in chapter two, you'll
know that our compiler actually creates a single class called MainClass, and all the code
that wecompile goes into a single shared method called MainMethod. Thus, any
variables that we work with can conveniently be local variables.

To add variables to our language, we will need to use one additional feature of the
Reflection Emit namespace, and twenwnOpcodes: Idloc and stloc.

Modifying CodeGen
Add the following code to CodeGen.vb, inside the CodeGen class.
Private m_VariablesList As New Collections.ArrayList

Public Function DeclareVariable( _
Name As String, _
Variab leType As System.Type _
) As Integer

Dim |Ib As LocalBuilder

Ib = m_ILGen.DeclareLocal(VariableType)



Return m_VariablesList.Add(lb)
End Function

The function DeclareVariable takes a name and a Type, and creates a iatde vdrthe
specified type via the DeclareLocal method of the ILGenerator object that we have been
using to generate all our code. The DeclareLocal method returns a LocalBuilder object,
which we then store in an ArrayList.

Note that we do not use the nafoeanything, yet. In fact, our DeclareVariable method
returns a number; to be precise, the position of the newly declared variable in the
ArrayList. What gives?

The CLR does not care about names of local variables at all. Instead, it requires the index
number of a local variable. Index numbers of local variables start at 0, and increase in
order of declaration. Thus, the first variable declared would be variable 0; the second one
would be variable 1 and so on.

We will need the index number of the variabMeen we use the opcodes Ildloc and stloc,
which respectively load the value contained in a variable on to the stack, or pop the
topmost value off the stack and store it in a variable. Luckily, the LocalBuilder object

that we create and store in our arrgytiakes care of that detail for us. Add the following

to Codegen.vb
Public Sub EmitStorelnLocal( _
VariableNumber As Integer _

)
Dim Ib As LocalBuilder

If VariableNumber >= m_VariablesList.Count _
Then

Throw New Exception("Variable not declared.")
Else
Ib = DirectCast( _
m_VariablesList(VariableNumber),
LocalBuilder _

)
m_ILGen.Emit(OpCodes.Stloc, Ib)
End If
End Sub

Public Sub EmitLoadLocal (_
VariableNumber As Integer _

)
Dim |b As LocalBuilder

If VariableNumber >= m_VariablesList.Count _
Then

Throw New Exception("Variable not declared.")
Else
Ib = DirectCast( _
m_VariablesList(VariableNumber), _
LocalBuilder _

)
m_ILGen.Emit(OpCodes.Ldloc, Ib)
End If
End Sub



Pretty straightforward, as usual. Either method receives a number, retrieves the
corresponding LocalBuilderdm our collection, and uses that with the relevant Opcode.
Note that for the first time, we are throwing an exception. We have no choice here.
That's all CodeGen requires to deal with variables. Now, we move on to the parsing part,
which is significantly rore difficult.

The Symbol Table

To begin with, while variable names are not important to code generation, they are
certainly important during parsing. We will encounter variable names at various places
during the parsing stage. It is up to us to rememlbat whe name represents, and

generate appropriate code.

This is different from anything else we have parsed so far. Up until now, our approach
has been to generate code for whatever we parse immediately. And this has not been a
problem, because the meanwiganything we parse has been static. For instance, as long
as we are parsing a numeric expression, if we meet the number 11 anywhere, all we need
to do is call EmitNumber in CodeGen.

We can't do that with variable names. If we find the name in a dectastatement, we

have to call DeclareVariable. If it appears in an assignment statement, we have to call
EmitStorelnLocal. If we find it in an expression, EmitLoadLocal is to be called. The
concept is not called variable for nothing.

Here's another twisWariable names can appear within expressions, right? The question
is: what type of expression? Or more correctly, what type of variable can appear in what
type of expression? The answer, of course, is that the types of the variable and the
expression shdd be the same.

Who ensures this? Not CodeGen. Look at the implementation of EmitLoadLocal. Does it
do any kind of type checking? It's up to us, the writers of the compiler, to ensure that the
correct variable gets used in the correct type of expression.

If we do generate code that uses the wrong type of variable in a given expression, the
results can be unpredictable. By and large, the fact that the CLR can verify code
generated by us will protect us from crashing the whole machine. But, recall what we
sdd in Chapter 2. The preferred way of dealing with errors is not producing them. We
have to ensure type correctness while compiling.

When we declare a variable, as per our definition in the introduction of this chapter, we
also declare what type it is. Wall need to keep track of the variable's name and type
(among other things). We will do this by maintaining a table of variables. When we parse
a declaration statement, we will add the variable's name and type to this table. When a
variable appears in axpression, we will look it up in the table, and check whether its
type matches the type of the expression. If not, we will produce a cetinpdesrror. We

will also produce an error if a variable name used in an expression is not found in the
table, thusenforcing the rule "A variable has to be declared before it can be used".
Variables are one kind of names that can be used in lieu of constants; examples of other
kinds are arrays and functions. Names that represent values are collectively referred to as
symbols in compiler construction arcana. So, we need to build a symbol table into our
parser.

Add the following to Utilities.vb
Public Class Symbol
Private m_Name As String ="



Next, add the following to the Parser class in Parser.vb

The field should be added to the Fields section, and the two methods to the Helper
Functbns section.
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Parsing Declaration i Part 1
The next step is to parse the declaration. Using the first syntax that we defined, Dim

variable As type, this is easy.
Add the following to the Parser class in Parser.vb.
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Both these are to be added in the Parsing section. Nothing fancy here: the assumption is
that the name "Dn" has already been parsed (In DoCommand. We will modify that
shortly). We try to read a variable name, the word "As", and a type name. If all are read
successfully, we check if the variable already exists in the symbol table. If not, we call
CodeGen to ddare the variable, and add it to our symbol table. Notice that we are
keeping track of the variable number (as used by CodeGen) in the symbol table. Also
notice that we are calling CreateError with a new value of 3.

To finish this, we need to update oun@ommand method, and our CreateError method.
Here is the changed code. Just add the bold lines.
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Note the additional error values, 4 and 5. We will need them shortly.

Parsing Declaration i Part 2

Parsing the second declaration syntax, <type> <variable>, is also not difficult. Add the
following to the Parseclass, in the Parsing section:
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Return result
End Function

Pretty muchthe same as the other syntax. The assumption is that a type name has already
been parsed (This is a tricky assumption!). We check the type name, and if it is valid, try
to read a variable name. If the read is successful, and the variable has not @&ezady b
declared, we call CodeGen to declare the variable, and add it to our symbol table.

| decl areéa problem

If we compile and run now, everything will work, as long as we use the first declaration
syntax. The second one just won't work.

As things stand rigimow, a line, which is the first unit that we parse, can contain a
command, and nothing else (DoLine calls DoCommand, and that's it). With the new
declaration syntax, a line can consist of either a command (which takes care of the first
syntax), or a deafation using the second syntax.

We can take care of this in two ways, at the moment. We can recognize our type names,
Integer, String and Boolean as commands, and deal with them in DoCommand by calling
DoTypeFirstDeclaration. Or, we can modify DoLine &atwith the fact that a line can

be a command or a declaration.

We will go with the second approach, because there is a third possibility. A line can also
consist of an assignment statement. Let's do that first.

Parsing Assignment Statements

Assignment sitements take the form
<variable> = <expression>
or
<variable> := <expression>
We need to check if the variable exists, and the expression matches the variable. We have
all the plumbing necessary, except a way to read the assignment operator. &mihet's

needful. Add the following to the Parser class.

Private Function IsAssignMentOperator(ByVal ¢ As Char) As Boolean
Return ":=".IndexOf(c) > -1

End Function

Private Sub ReadAssignmentOperator()
m_CurrentTokenBIdr = New StringBuilder

If I sAssignMentOperator(LookAhead) Then
m_CurrentTokenBIdr.Append(LookAhead)
m_CharPos += 1
If IsAssignMentOperator(LookAhead) Then

m_CurrentTokenBldr.Append(LookAhead)
m_CharPos += 1
End If
End If

Select Case CurrentToken
Case "=", ":="
' Valid assignment operator
Case Else
m_CurrentTokenBIdr = New StringBuilder



The first method goes in the Recognizers section, while the second esagbe
Scanning section. Armed with that, let us parse an assignment statement.

© Raj Chaudhuri 2004-2009




This one turns oub be so simple, it's like magic. We store the name just read, and try to
read an assignment operator. If we can read i, this is a valid assignment statement. So,
we check if the variable whose name has just been read exists in the symbol table. If it
does, depending on the variable's type, we simply call the parser for the relevant type of
expression. Any type errors will be caught by the code we have already written.

When any one of our expression parsers returns, the last bit of code generated would ha
pushed the result of the expression on the stack. So, all we do is emit the stloc opcode
(via the EmitStorelnLocal method of CodeGen), which pops that result off the stack and
stores it in the relevant variable.

Note that we have split this functionglinto two methods. The parsing up to the left of
and including the assignment operator is done by DoAssignmentStatement. If
DoAssignmentStatement successfully parses a variable followed by an assignment
operator, DoAssignment is called to take care oftwbanes on the right of the operator.
This will come in useful later.

A New Line (again)

A reminder: as things stand, the tyjirst declaration syntax and the assignment
statement will not be parsed. Our meagdbused DoLine method still thinks that a

command is the only thing that can exist on a line. Let's correct that.

Every line will still begin with a name. We will read this name, and check whether it is a
valid command. If it is, we will call DoCommand. If not, we will check whether the name
is a validtype. If it is, we will call DoTypeFirstDeclaration. If not, we will assume that
this is an assignment statement, and call DoAssignmentStatement.

We need some recognizers for valid commands and type names. For the first time, we
will call recognizers fronthe Parse stage, rather than the Scan stage. Add the following

to the Parser class, in the Recognizers section.
Private Function IsValidCommand(ByVal name As String) As Boolean
Dim result As Boolean
Select Case name.ToLower
Case "print", " rem", "dim", "end", "comment"
result = True
Case Else
result = False
End Select
Return result
End Function

Private Function IsValidType(ByVal name As String) As Boolean
Dim result As Boolean
Select Case name .TolLower
Case "integer”, "string", "boolean"
result = True
Case Else
result = False
End Select
Return result
End Function

Finally, let's rewrite DoLine, as follows:

Private Function DoLine() As ParseStatus
Dim result As ParseStatus



SkipWhiteSpace()
m_LastTypeProcessed = Nothing

If Not EndOfLine() Then
ReadName()

If IsValidCommand(CurrentToken) Then
result = DoCommand()
Elself m_inCommentBlock Then
Return New ParseStatus
Elself IsValidType(CurrentToken) Then
result = DoTypeFirstDeclaration()
Else
result = DoAssignmentStatement()
End If

If result.Code = 0 Then
SkipWhiteSpace()
If Not EndOfLine Then
result = CreateError(1, "end of statement")
End If
End If
Else
result = New ParseStatus
End If

Return result
End Function

Just as we described it earlier. We havesddohe additional check. If a valid command,
declaration or assignment statement has been processed, there shouldn't be anything else
on the line.

Testing it

We can test our compiler so far. Compile and run. Test with the following:

Dim x As Integer

X = 2*(3+56) /4

String y

y := "Hello world"

Dim z As Boolean

Z :=[1=2]

This will work. Try not declaring a variable before using it, or assigning a wrong type of
expression. Our compiler will report the error accurately.

Using variables in numeric expressions

So, now we are declaring variables and assigning values to them. But we have not
provided a way of using these variables. We can't print their value, or use them in
expressions. How do we do this?

Remember the definition. A variable can be used wherevalua ya constant) can. And
where are we dealing with values? In the lowest level of each type of expressions; the so
called Factors.



For numbers, the location is easy to find: DoFactor. Let's take a look at what we are
doing at present.

In DoFactor, we chek if the lookahead character is a (", in which case we call
DoExpression. Otherwise, we call DoNumber, trusting the fact that we would never have
reached DoFactor if the current token was not recognized as numeric. We need to add a
third possibility: ifthe lookahead character is a name character (a letter or an underscore),
we need to process the next token as a variable. Let's do this now.

We will need a parse method to process variables in use. Add the following to the Parser

class in Parser.vb, in th&arsing section.
Private Function DoVariable(ByVal type As Type)
As ParseStatus
Dim result As New ParseStatus
Dim variable As Symbol

' Try to read variable name

ReadName()
If TokenLength = 0 Then

result = CreateError(1, "a variable")
Else

' Try to get variable from symbol table
variable = GetSymbol(CurrentToken.ToLower)
If variable Is Nothing Then
result = CreateError(4, CurrentToken)
Else
If Not  variable.Type.Equals(type) Then
result = CreateError(5, variable.Name)
Else
' Emit the variable
m_Gen.EmitLoadLocal(variable.Handle)
End If
End If
End If

Return result
End Function
Next, modify DoFactor as follows. The added or changed lines are shown in bold.
Private Function DoFactor() As ParseStatus

Dim result As ParseStatus

m_CurrentTokenBIdr = New StringBuilder

If LookAhead.Equals("("c) Then
SkipCharacter()

result = DoNumericExpression()

If result.Code = 0 Then
If Not LookAhead.Equals(")"c) Then
result = CreateError(1, ")")
Else
SkipCharacter()
End If
End If
Elself IsNumeric(LookAhead) Then
result = DoNumber()



And that is that, for now. Let's test this. Compile and run. Test with the following.

Dim i As Integer

Integer |

i=39

j=i+2

Print 3+4j

In fact, you can try arbitrarily complex nunieexpressions, in the assignment as well as
the print statement. The assignment statement will work in all cases. The Print command

will work in all cases, except when the expression starts with a variable. More on that
later.

Using variables in string expressions

We can deal with strings in a similar fashion, by modifying the string "factor”, DoString.
Here is the modified version.

Compile and run. Test with the following:
Dim myname As String
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myname = "Paula”

String greet

greet := myname & ", you brillant person.”

print "Hello, " + greet

Again, you can try arbitrarily complex expressions. The assignment ark w all

cases. The Print command will work in all cases, except when the expression starts with a
variable.

If you try to mix types, such as using a string variable in a numeric expression, or trying

to assign a number to a string variable, you willaggery accurate error message.

Using variables in boolean expressions 1 not yet

We cannot take the approach we have used so far for boolean expressions, because there
is no boolean factor as such. There is only the boolean condition, which itself dbals wi
expressions.

Before we can look at using boolean variables in boolean expressions, we have to solve a
problem that we have been ignoring so far.

Expression Type Unknown

We have seen, twice so far, that our Print command fails if the expression diads wi
variable. What gives?

You may remember that we parse the Print command by calling ouralbtch

DoExpression method, which in turn calls the relevant type expression parsing method,
based on the Lookahead character. This is quite feasible with nuiandrgtring

constants, as these constants begin with a known set of characters that we can look up.
We made it feasible for booleans, by mandating that boolean expressions must begin with
the character [.

Now, if an expression begins with a variable, wingbpens? The Lookahead character

will be a name character, so we can tell that a variable is coming. But, which expression
type parser should we call? We won't know, until we have read the variable, and looked
up its type in the symbol table. By thenisitoo late to call one of our expression parsers,
because they have been written to read entire expressions. In this case, we would have
already read the first part of the expression.

How do our assignment statements work in every case, then? Well casthef the
assignment statement, by the time we get to the expression, we already know what type it
is likely to be, from the variable on the left of the assignment operator. So, we call the
appropriate type expression parser, and everything works.

Backtracking

We have hit a roadblock. So far, we could reliably predict what was coming by looking at
a single Lookahead character. We can't do that any longer. How do we solve this
problem?

There is a way. Once we have read a variable which starts an exprassialetermined

its type, we can move the lookahead character back to the start of the variable, and call
the relevant type expression parsing method. This does cause the variable to be read
twice, but ensures correct output without significant changesiit approach. Moving the
position of the lookahead back in this manner is known as backtracking.



Backtracking is frowned upon in the intermediate and higher echelons of compiler
construction circles, and rightly so. Let's try and understand why, inestehs, using

our work so far as an example.

Why is backtracking necessary at all? Because of ambiguity. Consider our
implementation of DoExpression. An expression can be numeric, string or boolean, and
we can tell which kind a particular one is by lowkiat the first character. Things are
unambiguous as long as variables are not involved. The moment an expression starts with
a name character, we can't tell what kind it is until we have read the variable and looked
it up in the symbol table. Thus, we doknow how the rest of the expression has to be
processed. The expression type is ambiguous. Only after resolving the ambiguity can we
proceed, but by then it is too late. So we backtrack.

Luckily, in our compiler, there are very few situations whereglvan be ambiguity

regarding what comes next, and therefore where backtracking must occur. The most
obvious one is when we call DoExpression, and the Lookahead character is a name
character. We call DoExpression in two places so far: in the Print comarahd)
DoBooleanCondition. Consider, each time we use the print statement and start the
expression with a variable, the variable will be parsed twice. Furthermore, each time we
use a boolean condition which starts with a variable (as most boolean expmesi)o

the variable will be parsed twice. As the programs that our compiler compiles get larger,
this can cause serious speed problems for the compiler (Note: for the compiler. Compiled
code will run just fine.)!

Also, in our situation, we are lucky. Nmde has been generated at the point where we
need to backtrack. There might be situations where code was generated, and then
backtracking became necessary. We would have to somehgenenate the code!

People do all sorts of things to avoid backtrackingact, there are whole other

approaches to parsing, which are used to tackle such situations. But we started out with a
recursive descent parser, and we are going to stick with it. So, for the moment, we will
backtrack.

One little aside: one of the ntosommon places where backtracking is required is for
reporting compiletime errors. We have been softbacktracking, in our CreateError

method. Check out the way we handle all error cases other than case 1. Because we "sort
of" backtrack, and more impiantly because we only ever report one comipitee error,

this is not likely to affect the performance of our compiler.

Implementing the backtrack

Change DoExpression as follows:
Private Function DoExpression( _
Optional ByVal expressiontype
As Type = Nothing) _
As ParseStatus

Dim result As ParseStatus

If expressiontype Is Nothing Then
If LookAhead.Equals("""c) Then
result = DoStringExpression()
Elself "+ - (".IndexOf(LookAhead) <> -1
OrElse Char.IsDigit(LookAhead) Then
result = DoNumericExpression()



In the normal course of things, if the Lookahead character is a name character, we read
and try to determine the type of a variable. If the token is a reaxyaariable, we

backtrack the lookahead position, and call DoExpression again, this time passing the type
of the variable we just read. If DoExpression is called with a type parameter, it will
simply call the relevant parsing method.

Note that we are notamdling Boolean type variables. There are some problems with
those that we need to sort out.

We can test what we have so far, though. Compile and run. Test with the following:
integer x

x=12

print x+2

integer y

y=Xx*2

print y

print [y<x]

print [y>X]

string z
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z :="Ra}"

print z

print z & " Chaudhuri”

print [z=="Raj"]

print [z>="Raj"]

All of these should work. Note the use of variables in Boolean expressions. That's okay.
The one problem we have left is with boolean variables themselves.

Using variables in boolean expressions i really

Why have we not handled boolean variables so far? Simple: because we don't have a
place where we can emit a call to DoVariable. There is no true Boolean factor.

We do have a method called DoBooleanFactor. That takes cdme fatt that we use

either a condition, or a bracketed condition. The problem is that a condition is an
expression which may well start with a variable. So, in DoBooleanFactor, there is no way
of telling, based on the lookahead character, whether wbatrigg is a Boolean

variable, or a condition.

What if we read the variable there, and backtrack if it is not Boolean?

Modify DoBooleanFactor as follows:
Private Function DoBooleanFactor() _
As ParseStatus

Dim result As ParseStatus

If LookAhea d.Equals("("c) Then
SkipCharacter()

result = DoOrOperation()

If result.Code = 0 Then
If Not LookAhead.Equals(")"c) Then
result = CreateError(1, ")")
Else
SkipCharacter()
End If
End If
Else
' Check if this is a name
m_CurrentTokenBIdr = New StringBuilder
If IsNameCharacter(LookAhead) Then
ReadName()
If TokenLength = 0 Then
result = CreateErr or(1, "a valid expression")
Else
' Try and get the variable
Dim variable As Symbol

variable = GetSymbol(CurrentToken.ToLower)
If variable Is Nothing Then
resul t= CreateError(4, CurrentToken)
Else
If variable.Type.Equals(GetType(System.Boolean))
Then
"If it is a boolean, this is a



' boolean variable fa ctor. Generate code.
m_Gen.EmitLoadLocal(variable.Handle)
result = CreateError(0, "Ok")
Else
' Backtrack, and treat this as a condition
m_CharPos - = CurrentToken.Length
result = DoBooleanCondition()
End If
End If
End If
Else
' The coming token is not a name.
' Let DoBooleanCondition handle i t
result = DoBooleanCondition()
End If
End If

SkipWhiteSpace()

Return result
End Function

Just what we said. If the lookahead character is a name character, we read the name, and
check if it is boolean variable. If it isye generate code for it. If not, we backtrack, and

let DoBooleanCondition take care of things.

If the code looks weird, convoluted, complicated, it's because it is. This is why
backtracking is bad. This is why languages should be carefully designeds @tss ivhy

you don't see LL(1) recursivdescent parsing being used in a lot of compilers. There are
other ways: we will explore some of them, much later.

As it stands, the compiler is terribly inefficient. A nboolean variable that starts a

boolean exprssion will be backtracked over twice. But, we will ignore this for the time
being.

If you study what we have so far, you will see that boolean variables can only appear in
boolean expressions thus far. So, even if we want to print the value of a baaiedtev
called x, we will have to say:

Print [x]

That suits us just fine. We want things to be that way. But just to be friendly (?), we will
add an error check in DoExpression which will point out this fact, in the process creating
a brand new comp#éme error value.

Modify DoExpression and CreateError as follows. Just add the lines in bold.
Private Function DoExpression( _
Optional ByVal expressiontype
As Type = Nothing) _
As ParseStatus

Dim result As ParseStatus

If expre  ssiontype Is Nothing Then
If LookAhead.Equals("""c) Then
result = DoStringExpression()
Elself "+ - (".IndexOf(LookAhead) <> -1
OrElse Char.IsDigit(LookAhead) Then
result = DoNumericExpression()
Elself LookAhead.Equals("["c) Then
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That's that. Compile and run. Test with the following:
integer x

x:=10

boolean y

y = [x>10]

print [y]

print [not y]

print [not y and x<10]
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print [not (y and x<10)]

It should all work. Try using a boolean variable outside a boolean expression, and you
will get a very accurate error message. Even the following will fail:

Boolean x

Booleany

X =y

The correct syntax, of course, is:

x =1yl

Not another ambiguity

As if thingswere not complicated enough already. This is one more place where there
can be ambiguity based on the fact that we are doing variables now. This is the so called
not-operation.
Recall the definition from Chapter 6. A roperation is either a boolean "fact, or a
NOT operator followed by a boolean factor. Now, a NOT operator is either the symbol !
(no problems here) or the word NOT, uppercase or lowercase(oops!).
See the problem? The expression:

n>0
is a valid notoperation. However, our parser will dteeading this, see the n, and try to
parse it as a NOT operator, and fail.
Try it. Try to compile the following with our compiler:
Integer n
n:=42
print [n>=42]
You should get an "Expected NOT" error.
How do we deal with this? There's no way of tellingyrs of reading the whole token,
whether we are talking about a not operator or a variable. Worse, if the Not operator
scanning method (ReadNotOperator) starts reading the token, and discovers that it is if
fact not a NOT operator, it returns a blank vatueCurrentToken, which means we don't
even know how far to backtrack. This is where having a separate scanner would have
helped. But we can't abandon our approach of having a unified scanner and parser at this
stage.
Therefore, we are left with an uglglstion. If the Lookahead character seems to indicate
that the coming token is a NOT operator, we store the current character position, and try
to read a NOT operator. If that read operation fails, we backtrack to the stored position,
and process a booledfactor".
Modify DoNotOperation as follows, in the Parser class in Parser.vb. As usual,
add/modify the lines in bold.

Private Function DoNotOperation() _
As ParseStatus

Dim result As ParseStatus
Dim oldPosition As Integer
If IsNotOp  erator(LookAhead) Then

oldPosition = m_CharPos
ReadNotOperator()



If TokenLength = 0 Then
m_CharPos = oldPosition
result = DoBooleanFactor()

Else
result = DoNotOperator()

End If

Else
result = DoBooleanFactor()
End If

Return result
End Function

Like | said, ugly. But don't worry; this is the last place where we have to do this.
While we are here, let us correct a subtle bug in our processing of the NOT operator.
our current implementation, we have defined aoperation as a boolean "factor”, or a
NOT operator followed by a boolean factor. This means that we will not be able to
correctly process an expression like the following:

not not i>j
Of course, | don'see such an expression being used in everyday programming (and my
English teacher, Mrs. Lobo, would have a fit if she saw this!), but in theory, it is a valid
boolean expression. We can recognize such an expressiofubfimag a notoperation
as eithela boolean factor, or a NOT operation followed by aomdration, and thus
using the magic of recursion. Modify the method DoNotOperator (careful'! Do not modify

DoNotOperation! Look back to Chapter 6 if you need to) as follows.
Private Function DoNotOper ator() _

As ParseStatus

Dim result As ParseStatus

SkipWhiteSpace()
result = DoNotOperation()

If result.Code = 0 Then
m_Gen.EmitLogicalNot()
End If

Return result
End Function

Compile and run. Test with the following:
Integer n

n:=42

print [n>=42]

print [not n>=42]

print [! n>=42]

print n

Declare and assign

At this point, we have successfully implemented variables in our compiler. We can leave
it at this, but | want to add a few extras.



Most modern languages allow usdeclare a variable and assign it an initial value in the
same statement. Thus, our language should be able to correctly process lines like the
following:

Dim x As Integer = 42

String str := "Superstring"

Let's add this capability.

Options, options

For thefirst time, we have a situation where one of our constructs can be parsed in two
ways. A declaration statement can be just a declaration, or an assignment as well.

This is not as difficult as it seems. Once we finish our regular processing of declaration
statements, we just need to check if another token exists, and is an assignment operator.
In our case, this simply means checking to see if the lookahead character is an assignment
operator. If it is, we need to process the assignment. Let's first ptbeesssignment by

adding the following new method to the Parser class.

Private Function DoDeclarationAssignment(ByVal variable As Symbol)

As ParseStatus
Dim result As New ParseStatus

SkipWhiteSpace()

If IsAssignMentO perator(LookAhead) Then
ReadAssignmentOperator()
If TokenLength = 0 Then
result = CreateError(1, "= or :=")
Else
result = DoAssignment(variable)
End If
End If

Return result
End Function
Thisreads an assignment operator if available. On a successful read, it calls our
DoAssignment method to parse the right side of the operator. Note that if an assignment
operator is not found, DoDeclarationAssignment returns a successful parse result. This is
how we deal with the fact that the assignment part is optional.
Now all that remains is to add a call to this in our two declaration parsers. Here are the
modified DoDimCommand and DoTypeFirstAssignment. The added lines are indicated
in bold.
Private Funct ion DoDimCommand() As ParseStatus

Dim result As New ParseStatus
Dim variable As New Symbol

' Expect a variable after the Dim command
SkipWhiteSpace()
ReadName()
If TokenLength = 0 Then
result = CreateError(1, "a variable na me")
Else
variable.Name = CurrentToken

' Expect the word "As" after the variable name
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Comgle and run. Test with the following:

integer y:=2

dim x as string = "Hello"

dim a as integer

a=y+2

String b = "World"

Dim greetfirst As String :=x &" "

String fullgreeting = greetfirst + b

Print fullgreeting

All of this should work. Any errors will bpointed out by our compiler.
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Finish the chapter already

We are done with variables. Just one more thing, and we can close the chapter on them.
There's nothing to learn here. Just enhancing the language a bit, to try to please the C
hawks. We will allow tle names int and bool to be used interchangeably with Integer and
Boolean.

Very simple, in practice. We need to modify two methods, ParseTypeName and
IsValidType, as follows. Just add the parts shown in bold.

Compile and run. Test with the following:

inti=40

Dimj As Integer :=i+1

bool doWeKnowWhatlsLife = [j<42]

Print i

Print j

Print [doWeKnowWhatlsLife]

| can think of a lot of lite cosmetic enhancements like that. But we will keep those for
later. Right now, important additions need to be made to the language.
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Conclusion

In this chapter, we have added the capability of handling variables to our compiler. This
immediately makes bd®an conditions more interesting, and opens the way for some
constructs that are absolutely necessary for any imperative language: branches and loops.
We will cover these in the next chapter.



Branches & Loops d Part |

Introduction

In the last chapter, waade our compiler (and language) capable of declaring and
initializing variables, and using variables in expressions. We are getting steadily closer to
creating a complete language. It's time now to tackle the next important programming
concept: control 8w, specifically branches and loops.

Control Flow

The language that we have been creating, like most other programming languages, causes
instructions to be executed in sequence. Our compiler reads the source, and emits CIL in
the same sequence as the sewtatements. In real life, there will be many situations

where the resulting CIL will need to execute in a different sequence. The three main
examples of such situations are:

1 Execution of an arbitrary set of statements under certain conditions. THhisris of
called choice. Every language allows some sort of decision making instruction,
typically the ubiquitous if statement.

1 Repeated execution of an arbitrary set of statements. This is called looping.
Again, every language has some form of a loop instmclihe most common
example is the while statement.

1 Execution of a known group of instructions as a unit, in lieu of a single
instruction. Such groups are known as-putgrams, subroutines or functions.

Functions and subroutines are a topic unto themsearel as such will be covered a few
chapters down the line. In this chapter, we concern ourselves with choice and loops.

Branches

The essential concept of a choice can be expressed via this statement: Carry out the
following instructions if this conditioms true. How do we ensure that the instructions
following the conditions are not executed if the condition is false?
In most machine/assembly languages including CIL, there are instructions which cause
execution to jump or branch to another statementwéd use such an instruction to
jump over instructions that need to be carried out if the condition is true.
What about higHevel languages? In the early days, most languages had some form of
the infamous goto statement, which permitteatalted uncondional branching. This
statement usually took the form

Goto <label>
where <label> was some way of marking a location in the program; perhaps a line
number or a name. The Goto statement has been discouraged for years, most notably by
Edsger W. Dijkstra, muse it supposedly encourages sloppy, unreadable programming.
Certainly, it is extremely difficult (for humans) to read and understand a program littered
with goto statements. Nevertheless, in many early languages, the Goto statement was the
only way to loth conditionally execute (or not execute) statements, and execute
statements repeatedly.



To avoid the use of goto statement, several language constructs were invented. The use of
such constructs collectively came to known as structured programming.

The mat common use of the goto statement was to handle conditions. Thus, the most
common constructs in structured programming were those which dealt with conditional
branching, the most common of these being the aforementioned if statement.

When | was learningbout structured programming, the term branches meant conditional
branch constructs. | will use that terminology in this and the next chapter, as we arm our
compiler with a few branching constructs, starting with the if statement.

Loops

There are many siaions in programming where the same set of statements have to be
repeated, either a known number of times, or depending on a given condition. A language
construct that supports this functionality is called a loop.

Loops are essential to writing most kirmfscomputer programs. In this and the next

chapter, we will add some loop constructs to our language and compiler, beginning with
the while construct.

Goal

In this chapter, we will enhance our compiler and our language with one branch and one
loop constrat. The branch construct we will implement will be the If statement. We will
use the most expressive form of the If statement that | could find, which is this:
If <boolean expression> [Then]
<block>
[Elself < boolean expression> [Then]
<block>]*
[Else
<block>]
End If
Anything enclosed in square brackets in the pseudocode above is optional. Thus, the If
statement will be followed by a boolean expression, which in turn may optionally(that's
what the square brackets in the pseudocode mean) beddlloyvthe keyword Then. The
lines that follow will be a block of instructions, which will end, in the simplest case, with
the End If statement. These instructions will be carried out only if the boolean expression
evaluates to true.
There may optionally bene and only one Else statement, followed by another block.
The instructions in the Else block are to be carried out only if the condition in the If
statement evaluates to false.
Finally, there may be any number (that's what the star in the pseudocauy onfdalself
statements, each followed by a boolean expression and block of statements. All of them
must occur after the initial If statement, and before an Else statement if one exists. Elself
statements allow for checking multiple conditions. If thelban expression in the first If
evaluates to false, the boolean expression for the first Elself is checked. If that one
evaluates to false, the next one is checked, and so on.
If anyone is interested, this syntax is "inspired by" (read "shamelessly dopmet)
Visual Basic. The only difference is that the Then keyword is optional.



We will also introduce a common loop construct in this chapter: the While statement. The
syntax is simple:
While <boolean expression>
<block>
[Continue While]
[Exit While]
End While
The block of statements between the While and End While statements will be repeated,
as long as the boolean expression after the While statement evaluates to True. The
optional Exit While statement will cause an immediate exit; i.e., execwilboontinue
after the End While statement. The optional Continue While statement will cause
execution to continue at the start of the While statement, which means that the condition
will be re-evaluated.

A quick aside about the "Pseudocode": BNF

Take alook at the "pseudocode"” we used to define the If and While statements. We have
been using the same format, in varying degrees, in previous chapters too. This is actually
a crude form of a formal mechanism which is used to define language grammars in
compier texts: the Backublaur Form, or BNF for short. We will look at BNF in some

more detail in a later chapter, because it is a standard, and it makes the process of
defining a language somewhat easier.

The Approach

In this chapter, we return to the approage took in chapter 7. The various elements of

the If and While constructs are essentially commands, so we need to add them to the list
in DoCommand and IsValidCommand, and write parsing methods as appropriate.

This is the point where we ask the usualgjio®: how do we do branching in CIL?

First Step

Thus far, we have been emitting CIL instructions as soon as we parse anything. In the
resulting executable, these instructions are executed in the order in which they were
emitted. How do we cause instruci®to be executed out of order?

Like any other "machine” language, CIL provides jump or branch instructions, which
cause execution toéwell éjump to another inst
instructions is a number, which is a signed offset froncttheent instruction. This means
that if we emit a branch instruction with the offset 4, the next instruction executed will be
the one four places after the current instruction; if we use the e3fsietwill be the one

three places befork.

I'm sure yowcan see a problem immediately. In a parser like ours, we will not know the
exact offset to jump to, at the point when a jump instruction must be emitted. To
understand this, let us examine how our If statement might translate down to IL.

! This is a simplification. The offset is calculated in bytes, isigifrom the start of the instruction

following the jump instruction itself. To properly calculate the offset, we need to know how many bytes are
taken up by each instruction and its parameters. Fortunately, we are using the Reflection Emit library to
geneate CIL, and don't have to calculate the offset ourselves.



We would transla the boolean expression following the If statement using our usual
methods. Now, if this condition evaluates to False, then we need to jump past the block
of instructions that follow the If statement, because that block will execute if the boolean
expres®n is True. Where do we need to jump? In the simplest case, to the statement
after the matching End If (we'll discuss the other cases later). Now, we cannot know the
offset of that location. We have not parsed the block yet, and so don't know how many
instructions we have to jump!

Luckily, we are using the Reflection Emit library to generate CIL. The library provides a
nice feature called a Label, which allows us to both mark a point in the CIL instruction
stream, and emit a jump instruction that targleés$ point. We can actually emit a jump
instruction before marking a label, so this solves our problem.

So, at this point, we will enhance our CodeGen class with the ability to define and emit
labels, as well as emit some jump instructions. Although threrenany jump

instructions, we'll add just the following instructions for now:

OpCode What it does

Brfalse <target> Expects a boolean or integer valugn the stack. If the value is
False or zero, jumps to the target location specified.

Brtrue <target> Expects a boolean or integer value on the stack. If the value
True or norzero, jumps to the target location specified.

Br <target> Unconditionally jumps to the target location specified.

Modifying CodeGen

Add the following to the CodeGen class in CodaGb.
Private m_LabelsList As New Collections.ArrayList

Public Function DeclareLabel() As Integer
Dim Ibl As Label

Ibl = m_ILGen.DefineLabel()

Return m_LabelsList.Add(Ibl)
End Function

Public Sub EmitLabel(ByVal LabelNumber As Integer)
Dim Ibl As Label

If LabelNumber >= m_LabelsList.Count Then
Throw New Exception(“Label not defined.")

Else
Ibl = DirectCast(m_LabelsList(LabelNumber), Label)
m_ILGen.MarkLabel(lbl)

End If
End Sub
Public Sub EmitBranchl fFalse( _
ByVal LabelNumber As Integer _
)
Dim Ibl As Label

2 Actually, it can expect some other types also. However, we only handle Integers and Booleans.



If LabelNumber >= m_LabelsList.Count Then
Throw New Exception("Label not defined.")

Else
Ibl = DirectCast(m_LabelsList(LabelNumber) , Label)
m_ILGen.Emit( _
OpCodes.Brfalse,
Ibl
)
End If
End Sub

Public Sub EmitBranchlfTrue( _
ByVal LabelNumber As Integer

Dim Ibl As Label

If LabelNumber >= m_LabelsList.Count Then
Throw New Exception(“Label not defined.")

Else
Ibl = DirectCast(m_LabelsList(LabelNumber), Label)
m_ILGen.Emit( _
OpCodes.Brtrue,
Ibl _
)
End If
End Sub

Public Sub EmitBranch( _
ByVal LabelNumber As Integer _

)
Dim Ibl As Label

If LabelNumber >= m_LabelsList.Count Then
Throw New Exception("Label not defined.")

Else
Ibl =D irectCast(m_LabelsList(LabelNumber), Label)
m_ILGen.Emit( _
OpCodes.Br, _
Ibl _
)
End If
End Sub

This is almost exactly the same as our handling of variables in the previous chapter. The
CodeGen class maintains a list of labels. The method DeclareLabel uses the DefineLabel
method of the ILGenerator object (that we use to emit all our code) to actually define a
label, stores it in the list, and returns a number as a handle to that listaridie can be

used by the parser in calling EmitLabel, which uses the MarkLabel method of the

| LGenerator object to actually mark an instr
EmitLabel method should be called before emitting the instructionsvithde the target

of a jump. The label comes before the jump target.

The EmitBranchlfTrue, EmitBranchlfFalse and EmitBranch methods emit the relevant
branch instruction. Note that EmitLabel need not be called before calling any of these. As
long as the lael that these instructions jump to has been declared, these will function
properly. Needless to say, at some point, the EmitLabel method would have to be called;



otherwise we will end up with jumps to labels that do not occur in the instruction stream,
resulting in an invalid application! However, we will not check for this. The nature of our
parser will prevent that particular error.

And now, to the Parsermobile, Robin.

Parsing the If command

Let's start by parsing the simplest form of the If statemeripllws:
If <boolean expression> [Then]

<block>
End If
We already know how to do boolean expressions, from chapters five and six. We also
know how to do blocks of statements, from chapter seven. Thus, parsing the If command
itself is straightforward.
Add the following to the Parser class, in Parser.vb. As the name suggests, it should be in
the Parsing section.

© Raj Chaudhuri 2004-2009



)
result = DoBlock(ifblock)

' If the block was successful, emit the
' ending point label
If resul t.Code = 0 Then
m_Gen.EmitLabel(ifblock.EndingPoint)
End If
End If
End If
End If
Return result
End Function

Like any other command, DolfCommand assumes that DoCommand has already scanned
the @mmand itself. Thus, we parse a boolean expression immediately. If this succeeds,
we check to see if the next token is a "Then", and just "eat" it. We then check if there is
anything else on the line (there shouldn't be). If not, we declare a label (witiofark

the ending point of the If statement), emit a jump to that label if the boolean expression
evaluated to false (if the condition is false, execution continues after the End If), and then
call DoBlock, which will process a block of statements. dBlbck returns successiully,

we have completed the block, so we simply emit the label that we had generated earlier.
Note how we declare a label, and then use it with a Block object. Let's take a short aside
to discuss how we handle blocks.

When we introdaed blocks in chapter seven, we had mentioned the starting point and
ending point of a block. We had not used these parameters to handle the Comment block
in that chapter. We will be using them now. As can be seen from the code above, we will
use these pperties of a Block object to store "handles” of labels that we generate by
calling the DeclareLabel method of CodeGen.

In this particular case, we are assigning the same label handle to the StartingPoint and
EndingPoint property. As we shall see shortlg, do not require to keep track of the

point where an If statement started. So here, we actually use the StartingPoint property to
mean the "starting point of the next executable instruction”. Pure sophistry, of course. But
indulge me for now.

Note that whe actually emitting the label, we do not use the variable called endingpoint,
which we had used to declare the label. Instead, we use the EndingPoint property of the
Block object that we created and used to process the block. They should be the same
valug right? For now, they are. This will change shortly.

Anyhow, to make the If statement a recognized command, we have to change
DoCommand and IsValidCommand as usual. Here are the changed methods. As usual,

just add the parts in bold.
Private Function DoCo mmand() As ParseStatus
Dim result As ParseStatus

If TokenLength = 0 Then
result = CreateError(1, "a valid command")
Else
If CurrentToken.ToLower = "end" Then
result = DoEndCommand()
Elself CurrentToken.ToLow er = "comment" Then
result = DoCommentCommand()
Else



Compile and run. Test with the following:
Dim myName As String = "Raj"
If [myName = "Raj"] Then

print "Hello, " & myName

print "Nice name."
End If
If [myName<>"Raj"]

print "Not so nice."
End If
In fact, even the following will work:
int i:-=30
if [i(>15]

print "More than 15"

if [i<30] then

print "but lesghan 30"

end if

end if
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The block infrastructure that we have already defined can take care of arbitrary levels of
nesting. In fact, notice we did not have to write any code to process the End If command.
Our generic DoEndCommand takes care of it.

Parsing the Else command

The Else command is slightly tricky. Let's examine how it changes things.

To begin with, if the If expression evaluates to false, execution should continue at the
first instruction after the Else statement. Which simply meanshbgtmp after the

boolean expression in the If statement should now target the instruction after the Else
statement.

What about the code that was executed if the If expression evaluated to true? For that
code, execution should continue after the End Hams as an Else statement is parsed.
This means another jump, to a new ending point.

So to summarize, when we meet an Else statement, we need to generate a new label, emit
a jump to that, then emit the old ending point, and then continue as usual.

Also, anElse statement can appear only once in an If block. We will add a field, the Else
flag, to keep track of this.

Add the following to the Parser class.
' Else flag
Private m_ElseFlag As Boolean = False

Private Function DoElseCommand() As ParseStatus
Di m result As New ParseStatus

SkipWhiteSpace()
' There should be nothing after Else on a line
If Not EndOfLine Then
result = CreateError(1, "end of statement")
Else
Dim currBlock As Block = m_BlockStack.CurrentBlock
We should be in an If block, and the
Else flag should not be set
If currBlock Is Nothing
OrElse _
currBlock.BlockType <> "If*
OrElse _
m_ElseFlag Then
result = Cre ateError(7, "Else")
Else
' If the Ending point is the same as the
' "starting" point, generate new Ending point
If currBlock.EndingPoint = currBlock.StartingPoint Then
currBlock.EndingPoint = m_G en.DeclareLabel()
End If
' Emit a jump to the Ending point
Because a True if condition should never cause
' code in the Else block to be executed
m_Gen.EmitBranch(currBlock.EndingPoint)

' Emit the "Starting" point

' because a false if condition should cause

' execution to continue after the Else command.
m_Gen.EmitLabel(currBlock.StartingPoint)



' Set the Else flag
m_ElseFlag = True
End If
End If
Return result
End Function
Exactly how we described it earlier. Just one tricky bit here. Notice where we check
whether the EndingPoint is the same as the StartingPoint, and if so, generate a new
EndingPoint.The way we have handled the If command, they will always be the same,
right? So why this check? We'll answer this question in the section immediately
following this one.
Also, note the new error value of 7.
Now, we need to modify DolfCommand such tha Hise flag is properly updated. Each
time an If block begins, we need to save the old value of the Else flag, and set it to False.
Notice that DoElseCommand sets it to True. When the If block ends, we need to restore
the old value. This approach is reeuirbecause If statements can be nested.

Modify DolfCommand as follows. Add the parts in bold.
Private Function DolfCommand() As ParseStatus
Dim result As ParseStatus

SkipWhiteSpace()

' Parse a boolean expression
result = DoBooleanExpressi on()

If result.Code = 0 Then
' Parse an optional Then statement
SkipWhiteSpace()

If Char.ToLower(LookAhead).Equals(“t"c) Then
ReadName()
If CurrentToken.ToLower <> "then" Then
result=C  reateError(1, "Then")
Else
SkipWhiteSpace()
End If
End If

' Check that there is nothing else on the line
If result.Code = 0 Then
If Not EndOfLine Then
result = Cre ateError(1, "end of statement")
Else
' Store old Else flag, and set to false
Dim oldElseFlag As Boolean = m_ElseFlag
m_ElseFlag = False

Dim endingpoint As Integer
' Declare the ending point label
endingpoint = m_Gen.DeclareLabel()

" If the condition is FALSE, jump to the
' ending point



Finally, we need to modify DoCommand and IsValidCommand to recognize the Else
command, and CreateError to add the new error code. Here they are.
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String.Format( _
"Type mismatch for variable '{0}", _
DescriptionParameter), _
m_CharPos -
DescriptionParameter.Length, _
m_LineCount)
Case 6
result = New ParseStatus(6, _
String.Format( _
"Boolean variable {0} can be used " & _
"only in boolean expressions”, _
DescriptionParameter), _
m_CharPos - _
DescriptionParameter.Length, _
m_LineCount)
Case 7
result = New ParseStatus(7, _
St ring.Format( _
"{0} was unexpected at this time", _
DescriptionParameter),
m_CharPos - _
DescriptionParameter.Length,
m_LineCount)
End Select
Return result
End Fu nction

Compile and run. Test with the following:
Int i:=30
If [i<30] Then

Print "Less than 30"

Else
If [i>30]
Print "More than thirty"
Else
Print "Thirty!"
End If
End If

Parsing the Elself statement

Take a look at the test code we used for thesttement. If the first condition is false,

we perform another test. This is a common enough situation in programming to merit its
own statement. The Elself statement allows us to check multiple conditions in a single
logical If block.

How does Elself wdk? If the condition following the first If evaluates to false, a jump
emitted must target the condition after the Elself. Also, the moment we hit an Elself, we
must emit a jump which skips the entire Elself part of the block. Very similar to what we
did inthe case of the Else statement.

The difference is this: there may be any number of Elself statements in a single block.
The first time we hit an Elself, we can change the ending point, which should logically
target the end of the If block. For subsequelself statements, we cannot change the
ending point again. In fact, if there is as Else statement following the Elself statements,



that cannot change the ending point either. Finally, an Elself statement cannot follow an
Else statement.
Fortunately, we aahandle all of these cases. Add the following to the Parser class.
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.StartingPoint = m_Gen.DeclareLabel()
" If the condition is FALSE, jump to the
' "starting" point
m_Gen.EmitBranchlfFalse(.StartingPoint)
End If
End If
End If
End With

Return result
End Function

Almost exactly the same as the Else comdyavith a few important differences. When

we meet an Elself command for the first time, the StartingPoint and EndingPoint of the
current block are the same (we set them that way in DolfCommand). In this case, we set a
new EndingPoint and emit a jump toTthis new EndingPoint will, from now on,

represent the point after the End If statement. We then emit the old StartingPoint, which
is the target of the BrFalse opcode generated after the If condition. Then, we proceed to
parse and emit code for the Elsedindition. The effect is that if the If condition

evaluates to false, the Elself condition is checked immediately. Then, we generate a new
label, store it in StartingPoint, and emit a BrFalse which targets this new starting point.
This will be the locatia that will be targeted if the Elself condition evaluates to false.

This may point to the next Elself condition, the Else part of the block, or the instruction
after the End If. We don't know yet.

What happens if we meet another Elself? At this pointStaetingPoint and EndingPoint

are not the same, so DoElselfCommand will not generate a new EndingPoint. Instead, it
will emit a jump to the one that has already been set. Then, it will emit the old
StartingPoint, and so on. This means that if the condititar the first Elself evaluates to
false, the second Elself condition will be checked immediately. This may repeat any
number of times.

What about when we finally meet an Else? Our DoElseCommand method already takes
care of the fact that if StartingPoibhd EndingPoint are different, a new EndingPoint is
not generated. It will emit a jump to the et EndingPoint, then emit the StartingPoint,
then proceed to parse and emit code for the Else part of the block. As a result, if the last
Elself condition galuates to false, the statement immediately after the Else statement
will be processed, thus completing our picture.

There is one remaining problem, though. Suppose we have an If, followed by an Elself,
and then another Elself, and then an End If, buElse? What will happen? The first If

will generate a StartingPoint which will be the same as the EndingPoint. The first Elself
will generate a new EndingPoint, use the old StartingPoint, and generate a new
StartingPoint. The second Elself will use the BlttlingPoint, use the old StartingPoint,

and generate a new StartingPoint. Then the If block will end. When the If block ends, we
use the EndingPoint. What happens to the StartingPoint generated by the last Elself?

If there was an Else, it would have beaken care of. Since the Else is optional, we need
to take care of it. To summarize, when an If block ends, if an Elself statement has been
processed (StartingPoint is different from EndingPoint) and an Else statement has not
been processed (m_ElseFlagatsé), we need to emit the dangling StartingPoint, before
emitting the EndingPoint. Let's do that now. Modify DolfCommand as shown. Add the

lines in bold.
Private Function DolfCommand() As ParseStatus
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Why do this at all? Why not just ignore the dangling label that we generated? Well, the
implementation of Reflection Emit library, in specific, the TypeBuilder class tbaise

to generate classes, does not permit this. Every label defined using
ILGenerator.DefineLabel must have a corresponding ILGenerator.MarkLabel. | did not
find this fact in the official documentation of the Reflection.Emit namespace.

Finally, we must ad Elself to the list of valid commands. Modify DoCommand and
IsValidCommand as shown. Add the parts in bold.
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Dim result As Boolean
Select Case name.TolLower
Case "print", "rem", "dim", "end", "comment"”, _
"if", "else", "elseif"
result = True
Case Else
result = False
End Select
Return result
End Funct ion

Compile and run. Test with the following:
int =22
if [i>30]
print "more than 30"
elseif [i>15] then
print "more than 15 but less than 31"
elseif [i>10]
print "more than 10 but less than 16"
elseif [i<5]
print "less tha 5"
else
print "between 6 and 10 inclusive"
end if
print "Done"
Try with any combination of If, Elself and Else. Valid ones will work as expected.
Invalid combinations should produce an accurate error message.

Parsing the While Command

All right, let's proceed to the While loop. Here's the simplest form:
While <boolean expression>

<block>
End While
All we have to do is generate and emit a label (the StartingPoint) before parsing the
boolean expression, and emit a jump to that when the block\&fedalso need to
generate a label for the end of the loop (the EndingPoint). We will emit a jump to that if
the boolean expression evaluates to false. We will emit the label itself when the block
ends, after the jump to the StartingPoint.

Add the followingto the Parser class.
Private Function DoWhileCommand() As ParseStatus
Dim result As New ParseStatus

Dim startingpoint As Integer
Dim endingpoint As Integer

SkipWhiteSpace()

If EndOfLine Then

result = CreateError(1, "a boolean expression")
Else

' Generate and emit the StartingPoint



Easy, wasn't it? To test this, we have to add the While command to our list. So, modify
DoCommand and IsValidCommand as follows. Add the parts in bold.
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Compile and run. Test this with this VERY FAMOUS program:

Int ;=99

While [i>0]
Print i
Print "bottles of beer on the wall,"
Print i

Print "bottles of beer."
Print "Take one down and pass it around,"
If [i>1] Then
Print +1
Print "bottles of beer on the wall."
Else
Print "No more bottles of beer on the wall."
End If
i=iT 1
Print "
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End While
Print "No more bottles of beer on the wall,"
Print "No more bottles of beeré"”
Print "Go to the store and buy some moreé"
Print A99 bottles of beer . "
Our language probably needs a way of combining strings and numbers in a single Print
statementbut other than that, things should work fine.
Now, try this:
while [i<5]
if [i<2] then
i=i+2
else
i=i+1
end while
end if
You should get an accurate error message. Our block infrastructutekeilkare of the
fact that blocks need to be nested properly.

Parsing the Exit While and Continue While Commands

As described in the Goal section of this chapter, the Exit While statement will cause an
immediate exit from the While block, and the ContiMikile will cause a jump to the

start of the While block, which means that the While condition will beveduated. In

some circles, such statements are frowned upon. "Glorified Goto statements", scoff the
purists. Practically, though, they are necessargany situations. | personally have
suffered from the lack of a Continue statement equivalent in Visual Basic (up to Visual
Basic.NET version 1.1. A Continue statement has been included in Visual Basic.NET
version 2.0, aka VB 8.0). So, we are going tplement them.

At first glance, they seem simple to implement. In the case of Exit While, just emit a
jump to the EndingPoint of the current block. In the case of Continue While, the jump
would be to the StartingPoint. Assuming that these statements gneatidlinside a

While block, that's quite simple to implement, right?

Well, there is one complication. In practical use, an Exit While or a Continue While will
always be conditional (think about this for a minute). And conditional, in our language,
meansan If block. See the problem? When we meet an Exit While or a Continue While,
the current block will be an If block, and thus, we do not have access to the While block's
StartingPoint or EndingPoint.

This is why our BlockStack class has a method calle€BséstOuterBlock. Given a

block type, it will walk the stack, starting from the current block and going down,
searching for a matching block. If one is found, it will be returned, and then we can use
that.

Add the following to the Parser class.
Private Fu  nction DoExitCommand() As ParseStatus
Dim result As New ParseStatus

' Read the Exit loop type
SkipWhiteSpace()
ReadName()



Pretty straightforward. Notice, though, that we have written these two commands, Exit
and Continue, in a somewhat generic manner. If we add more loop types later, we will be
able to easily adaphese to work with those as well. The checks made here will also
prevent us from compiling a statement like Exit If!

As usual, Exit and Continue need to be added to our list of valid commands. Here are the
modified DoCommand and IsValidCommand again. Aulparts in bold.
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End Function

Okay, that's it. From now on, whenever vaglaa new command, | won't show the

modified DoCommand and IsValidCommand again. You've seen it enough times to get
the idea.

Compile and run. Test with this:

int i:=1
while [i<=10]
if [i==3] then
i=i+2
continue whig
elseif [i=8]
exit while
end if
print i
=i+l
end while
print "Done"
and then with this:
int i:= 30
while [i>1]
int ;=10
print i
print "------- "
while [j>0]
if [ ==5]
j=i-5
continue while
end if
print j
j=j-1
end while
print "———===="
i=i/15
end while

Try introducing errors, such as putting Bxit While or a Continue While outside a
While loop. As usual, an accurate error message will be produced by the compiler.

Conclusion

To quote Dr. Jack Crenshaw, "We could stop r
Our two constructs, If and Whilare enough to take care of any looping and branching
requirements that are required in a language like ours. However, most languages provide

some more constructs, and so will we. In the next chapter, we will look at some more

loop and branch construc8ee you then.



Branches & Loops d Part Il

Introduction

In the previous chapter, we finally added branch and loop constructs to our slowly
evolving language. The constructs we chose are, as mentioned at the conclusion of the
previous chapter, enough to té&eknost if not all situations in programming. However, a
good language should have some more constructs, to tackle some common programming
situations that would look clumsy (if not downright ugly) if implemented using Ifs and
Whiles. We add some such caunsts in this chapter.

Rinse, Lather, Repeat, Until

Loop constructs, I've noticed, are very closely related to languages. Somehow, one tends
to think that a particular construct is "native" to a particular language. The most pertinent
example of this is #nREPEAT/UNTIL loop, which is almost always associated with
Pascal.
That bit of trivia aside, the REPEAT/UNTIL loop is somewhat different from our While
loop. Here's the usual syntax:

Repeat

<block>

Until <boolean expression>
At first glance, this doesot seem all that different, except that the underlying English
seems to say that this loop will keep looping (excuse me) while the boolean expression
evaluates to false. Just an inverted While loop, right?
But take a closer look. The condition appearthatend of the loop. This means that the
code in the block will be executed at least once unconditionally. There are situations
which demand this behavior, and the Repeat/Until loop will be our weapon of choice for
such situations.
Note that it is possiklto emulate this behavior using a While loop. We would have to
ensure somehow that the While condition evaluates to true at the beginning, and make a
check ourselves at the end of the loop. In the olden days, C code like this was common:
while(1) {

/* Do something*/

if(<some condition>)

break;

}

Much better for us to provide a dedicated construct.

In the middle

So, we have a loop which checks a condition at the beginning, and one which checks the
condition at the end. How about one which checks thdition in the middle?

I'm not joking. You can come across a situation where some code has to execute
unconditionally, then a check needs to be made, and if the check is unsuccessful, some
more code needs to be executed, and then the whole thing repéats.ahiother

situation that has often been handled with a "whiletjipé ugly hack.



Offhand, the only language | can think that offers a dedicated construct like this one is
Ada, which has a loop/exit when/end loop construct. Here's a simplified syntax:

loop
<code>
exit when <boolean expression>
<code>

end loop

The exit when construct can appear anywhere inside a loop block, and may appear any
number of times.

We'll be inspired by (read shamelessly copy. The term "inspired by" is used very often
used by a certain class of music composers in my country, who compose exclusively for
movie soundtracks) this construct.

The Endless

There are situations where endless looping is necessary. Give me a minute (or eternity),
and I'll think of one. Seriously, en most people say that they need an endless loop,
what they are really talking about is one where the exit condition is not fixed at the
beginning or end, and there may be more than one exit conditions. Such situations are
why we decided to implement theop loop (ouch!). In any case, if we really want an
endless loop, all we have to do is not put any Exit When clause in our Loop construct.

Oh, For...

Here's another loop that's closely identified with a language: the FOR loop. The language
is good ol' BASIC, and this is the first loop | learned. Here's the syntax:

For <variable> = <start> To <end> [Step <step>]

<block>

Next
This type of loop is used to execute a block of code a set number of times. Sounds
simple, at the outset, but there are a nurolbéricky issues. Let's examine the behavior.
The variable is initialized to the <start> value at the beginning of the loop, and then
compared to the <end> value. If the variable's value is greater (first issue! Explanation in
a moment.), the loop termirest immediately. Otherwise, the block is executed, and then
the variable's value is incremented by the <step> value provided in the optional Step
clause. If the Step clause is omitted, the variable's value is incremented by one. Then, the
variable's valuesi checked against the <end> value again, and so on.
The issue mentioned above is this: the Step value may be negative! In which case, the
variable (in this situation, referred to as the loop counter or iterator) counts down. This
obviously means that whewve check the variable against the <end> value, we must
check to see if it is less, and if so terminate the loop.
Here's another issue: we are assuming that the <start>, <end> and <step> values are
numbers. In fact, they can be numeric expressions of anpleaity. When should these
numeric expressions be evaluated? It can't be on each iteration of the loop, because code
in the loop can change the value of these expressions, and thus affect the number of times
the loop will iterate.
Despite such issues, tRer loop is quite popular, and rightly so. Thus, we will
implement it. We will see how to tackle the issues mentioned shortly.



The C language, and its ilk, use a very different form of the For loop. Although that loop
Is also meant to be used for counlmabing, it can (and often is) used for other kinds of
looping situations. Although it has its good points, | always found this loop a little...1
dunno...schizophrenic. We will go with the BASIC form of For for now, and look at
adding the C form in a latehapter.

A very Select construct

Here's a very common programming situation: If the value of a variable is 1, do
something, if 2, do something else, if 3, do a third thing, and if none of the above, do a
fourth thing. Essentially, the branching happersebeon different values of a single
variable or expression. We can do this using our If...Elself...Else...EndIf construct, but
many languages provide a dedicated construct for such a situation: the switch or select
construct.
Actually, I should differentige between the Switch and Select constructs. The Switch
construct, used predominantly in C andi€rived languages, looks like this:
switch(<variable>)
case 1
<block 1>
break
case 2
<block 2>
case 3
<block 3>
break
default
<block 4>
end switch
If the value of the <variable> is 1, block 1 is executed, and execution continues after the
end of the switch construct. If the variable evaluates to value 2, block 2 is executed, then
block 3 is executed, and then execution continues thkeend switch. If the variable
evaluates to value 3, block 3 is executed, and if it evaluates to anything else, block 4 is
executed.
Note the Break statement at the end of the first and third Case blocks. Because this
statement is omitted in the seconas€, blocks 2 and 3 are both executed. This feature is
called falling through, and is thought highly of in the C language. | find it weird. In my
experience, you would not want to use fallthrough in most cases. The Break statement
ends up being practicallynnecessary but syntactically mandatory.
The Select construct, found in Basic languages, is somewhat saner. This is what it looks
like:
Select Case <variable>
Case 1
<block 1>
Case 2
<block 2>
Case 3
<block 3>



Case Else
<block 3>
End Select
Exactly the same thing, but no faéirough. Of course, now we cannot do what the switch
construct offers. We cannot ensure that in Case 2, both blocks 2 and 3 should be
executed.
So, here's what we will do. We will adopt the Select constructadsie€Switch, but will
add a FallThrough statement, which will be the exact opposite of the break statement; i.e.,
it will cause execution to fall through to the next case. As | mentioned, | find fallthrough
to be the exception rather than the rule, tfaisdther use a FallThrough statement in the
rare cases rather than a Break statement in every case.

Goal

The goal of this chapter, therefore, is to parse and compile the Repeat, Loop, For and
Select constructs. Here are the séonmal syntax definitions:
Repeat
<block>
[Continue Repeat]
[Exit Repeat [When <boolean expression>]]
Until <boolean expression>

Loop

<block>

[Continue Loop]

[Exit Loop [When <boolean expression>]]
End Loop

For <variable> = <start> To <end> [Step <step>]
<blod>
[Continue For]
[Exit For [When <boolean expression>]]
{End For}/Next

Select Case <expression>
{Case <expression>
<block>}*
Default
<block>
End Select
Notice that we added the When clause to Exit in the case of Repeat and For, as well a
Loop for which it was originally intended. In fact, we will add it for Exit While as well.
Also notice that | chose to use a command called Default for the Select construct, rather
than Case Else as favored by Basic. This is to prevent a possible tlacRtraus points
to anyone who can figure out why Case Else would cause a backtrack.



The Approach

The approach remains the same as the | ast
to CodeGen. We'll mostly be doing clever parsing in this chapter.

First Step

Let's start with the Repeat...Until construct. This one is quite easy, really. Just start a
block when we hit a Repeat. But when do we end the block? We haven't written any code
for ending blocks so far. Our generic DoOEndCommand method has beag blutiks

for us. But this construct is special, in that there is no End Repeat. Instead, Until and the
condition is where the block should end.

Not a problem, really. We just need to add an Until command, and cause that to end the
block. We also have tadd a check for this special case to our generic DoOEndCommand.
Let's do this. Add the following to the Parser class, in Parser.vb.

Private Function DoRepeatCommand() As ParseStatus
Dim result As New ParseStatus

Dim startingpoint As Integer
Dim endingpoint As Integer

SkipWhiteSpace()

' There should be nothing after Repeat
If Not EndOfLine Then
result = CreateError(1, "end of statement")
Else
' Generate and emit startingpoint
startingpoint = m_Gen.DeclareL abel()
m_Gen.EmitLabel(startingpoint)

' Generate endingpoint
endingpoint = m_Gen.DeclareLabel()

' Do the Repeat block

Dim repeatblock As New Block("repeat",
startingpoint, _
endingpoint)

result = DoBlock(repeatblock)

If result.Code = 0 Then
' Emit endingpoint
m_Gen.EmitLabel(repeatblock.EndingPoint)
End If
End If

Return result
End Function

Private Function DoUntilCommand() As ParseStatus
Dim result As ParseStatus

" Until is only valid if we are currently in a repeat block
Dim repeatblock As Block = _

ch



m_BlockStack.CurrentBlock

If repeatblock.BlockType <> "repea t" Then
result = CreateError(7, "Until")
Else
SkipWhiteSpace()
' There should be an expression after Until
If EndOfLine Then
result = CreateError(1, "a boolean expression™)
Else
result = DoBooleanExpression()
If result.Code = 0 Then
" If the boolean condition evaluates to FALSE
' we must jump to the starting point. Emit
' appropriate jump
m_Gen.EmitBranchlifFal se(repeatblock.StartingPoint)
' End the block by returning - 1 ParseStatus
result = New ParseStatus( -1,"™,0,0)
End If
End If
End If

Return result
End Function

The Repeat and Until commands aeey straightforward. Repeat just starts a block.

Until ends it, by parsing and emitting a boolean expression, and emitting a jump to the
start of the block if the condition is false. Like any other command, they expect the
statement itself to have beerad and parsed by DoCommand.

Continue and Exit

Now, we can enable our DoContinueCommand method to work with repeat loops as
well. The behavior is exactly the same as with while loops, so the change is minimal.

Here is the changed DoContinueCommand. Addtrein bold.
Private Function DoContinueCommand() As ParseStatus
Dim result As New ParseStatus

' Read the Continue loop type
SkipWhiteSpace()
ReadName()

With CurrentToken
Select Case .ToLower
Case "while", "repea t", "loop", "for"
' Try to get the block from the stack
Dim loopBlock As Block =
m_BlockStack.GetClosestOuterBlock(.ToLower)

If loopBlock Is Nothing Then
result = Cr eateError(7, "CONTINUE " & .ToUpper)
Else
' Emit jump to StartingPoint
m_Gen.EmitBranch(loopBlock.StartingPoint)



End If
Case Else
result = CreateError(1, "a valid loop type")
End Select
End With

Return result
End Function
Notice I've jumped the gun a bit, and enabled Continue to work with Loop and For also.
Now, we need to similarly make the DoExitCommand method apply to these loops. Let's
take this opportunity to add an optional When clause to the Exit Command.
What does DoExitCommand do as of now? It checks to see if the loop name after the
word Exit matches the closest outer loop, and if so, emits an unconditional jump to the
loop's endpoin What we need to do is check if a When clause exists, and if it does, parse
and emit the boolean expression following it, and then emit a conditional jump to the
endpoint.
Here is the changed DoExitCommand. Too many changes, so no bold lines this time.

Private Function DoExitCommand() As ParseStatus
Dim result As New ParseStatus

' Read the Exit loop type
SkipWhiteSpace()
ReadName()

Select Case CurrentToken.ToLower
Case "while", "repeat", "loop", "for"
'Try to ge t the block from the stack
Dim loopBlock As Block =
m_BlockStack.GetClosestOuterBlock(
CurrentToken.ToLower _

)

If loopBlock Is Nothing The n
result = CreateError(7, _
"EXIT " & CurrentToken.ToUpper _
)
Else

SkipWhiteSpace()

If EndOfLine Then
' Emit unconditional jump to EndingPoint
m_Gen.EmitBranch(loopBlock.EndingPoint)
Else
' Check for When
ReadName()
If CurrentToken.ToLower <> "when" Then
res ult = CreateError(1, "When")
Else
SkipWhiteSpace()

' Process boolean expression

result = DoBooleanExpression()

If result.Code = 0 Then
m_Gen.EmitBranchlfTrue( _



End Repeat already

There's one pretty dangerous case hanging around. If at this point our compiler meets a
line which contains End Repedtwill happily finish the Repeat block, without any exit
condition check. We don't want this. Currently, this case is being processed by our
generic DoEndCommand. We need to add a check in that, for the End Repeat case.
What should we do? Let's treat ERdpeat as a synonym for Until, meaning it should be
followed by a boolean expression, and a jump to the starting point if that evaluates to
false. In other words, all we need to do is call DoUntilCommand!

Here's the changed DoEndCommand, where | alsecosome inconsistencies. No bold
lines again.
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Testing the Repeat loop

We can test the RepeatéUntil construct at
and Whtil as valid commands. This involves changing DoCommand and
IsValidCommand. As | mentioned in the last chapter, | won't show you how to do this
any more. Refer to the last chapter if you need to, and do it.
Compile and run. Test with the following:
Dim i As Integer:=1
Repeat

print i

if [i=3]

i=i+2
continue repeat

end if

exit repeat when [i=8]

i=i+1
end repeat [i>10]
print "Done"

Loop, the loop
With what we have already done, the Loop loop can almast itself. Here it is:
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' Emit endingpoint
m_Gen.EmitLabel(loopBlock.EndingPoint)
End If
End If

Return result
End Function

All we need to do aftethis is to add Loop to the list of commands, in DoCommand and
IsValidCommand. Let's do that, and then test.
Compile and run. Test with this:
int i:=1
loop
print i
exit loop when [i=4]
i=i+1
end loop

For my Next trick

That finishes the easy ones. Now for the trickiest loop (in the matter of parsing) you have
seen so far, namely the For loop.
Here's the syntax again:
For <variable> = <start> To <end> [Step <step>]

<block>

[Continue For]

[Exit For [When <boolean expression>]]

{End For}/Next

When the loop starts, the variable should be initialized to the start value. This much is
easy.
Then, the value should be checked against the end value. Here's the first tricky part: the
manner of check depends on the step value. If tipevstlee is positive, the variable
should be greater than the end value to end the loop. If it is negative, the variable should
be less than the end value.
After we somehow parse the end and step values, we should parse the block. That, too, is
simple enoub.
When the block ends, we should increment the variable by the step value, and perform
the check again. By this time, we are far away from the point where we parsed the step
value. Normally, all our expressions and checks emit code in order. Here, we have
emitted a lot of code since the step expression was emitted. How do we ensure that a
check can be performed against that? This is one situation where the fact that we generate
code immediately on parsing something is causing a problem for us.
The problentan be tackled in multiple ways. Probably the easiest is this: we will
generate two variables ourselves behind the scenes, and store the end and step values in
those. Then, we will use these variables to perform the check at the beginning of the loop,
andthe incrementing of the loop counter variable at the end.
Taking this approach ensures that if the end and step values are variable instead of
constant, the number of iterations of the loop will not be affected if these values change
inside the loop.



If this solution sounds hokey, be aware that we are in good company. This is exactly what
Visual Basic.NET 2003 does, if the start, end or step values are expressions instead of
constants.

We will need a utility method which can generate unique variable nfomas. Here it

is. Add it to the Helper Functions section of the Parser class.

Armed with this, let's parse the For command.
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'and emit a jump to it.
Dim comparisonStart As Integer = m_Gen.DeclareLabel()
m_Gen.EmitBranch(comparisonStart)

' Declare startingpoint and endingpoint, and emit

' the startingpoint . At this point, we will emit code
' that increments the loop counter, and then we will

' emit code that checks the counter against the end
"value. This is the real starting point of the loop.

Dim startingPoint As Integer = m_Gen.DeclareLa

Dim endingPoint As Integer = m_Gen.DeclareLabel()

m_Gen.EmitLabel(startingPoint)

' At this point, we emit code to increment the loop counter
" Increment the counter variable by the step value
m_Gen.EmitLoadLocal(counterVariable. Handle)
If defaultStepValue Then

m_Gen.EmitNumber(1)
Else

m_Gen.EmitLoadLocal(stepVariable)
End If
m_Gen.EmitAdd()
m_Gen.EmitStorelnLocal(counterVariable.Handle)

' The comparison starts here. So, we emit the
' comparisonStart label.
m_Gen.EmitLabel(comparisonStart)

' If the default step value has not been used

' Emit a check to see whether the step value is negative

' If step is negative, emit end and counter, and jump to

' the comparison

Dim counterMoreThanEndCheckLabel As Integer

Dim counterCompareWithEndLabel As Integer

If Not defaultStepValue Then
counterMoreThanEndCheckLabel =

m_Gen.DeclareLabel()

With m_Gen

counterCompare WithEndLabel = .DeclareLabel()

.EmitLoadLocal(stepVariable)
.EmitNumber(0)
.EmitGreaterThanComparison()

bel()

.EmitBranchlfTrue(counterMoreThanEndCheckLabel)

.EmitLoadLocal(endVariable)
.Emi tLoadLocal(counterVariable.Handle)
.EmitBranch(counterCompareWithEndLabel)
.EmitLabel(counterMoreThanEndCheckLabel)
End With
End If

' Emit counter and end
m_Gen.EmitLoadLocal(counterVariable.Handle)
m_Gen.EnitLoadLocal(endVariable)

If Not defaultStepValue Then
m_Gen.EmitLabel(counterCompareWithEndLabel)



End If

m_Gen.EmitGreaterThanComparison()
m_Gen.EmitBranchlfTrue(endingPoint)

' Now, do the block
Dim forBlock As New Block( "for", startingPoint, endingPoint)
result = DoBlock(forBlock)

If result.Code = 0 Then
' Jump to the startingpoint, where the check will be done
m_Gen.EmitBranch(forBlock.StartingPoint)

' Emit the ending point
m_GenEmitLabel(forBlock.EndingPoint)
End If

Return result
End Function

This is probably the longest method we have written so far. Examine it carefully. We
have implemented it exactly how we said we would, but some points bear highlighting.
Notice hav we are differentiating between the default step value and-aefanlt one.

In the case of the default step value (no Step clause in the For statement), a lot of code
ends up getting not generated. This is the way things should be. In fact, thifiri the

case of optimization in this compiler. We will study optimization in detail in future
chapters, but for now, remember this: not generating unnecessary code is a very good
example of optimization.

In fact, if there were some way of knowing whetherfthal result produced by
DoNumericExpression was positive or negative, we could have optimized this code
further. As mentioned before, this is one case where keeping scanning and parsing so
tightly coupled, and generating code immediately on parsinglisadvantage. Very

soon, we will change our approach, and see how that helps us. The first example we will
use at that point is this, the For statement. So, study the code above carefully.

Anyhow, we want to use the word Next as a synonym for End Foln. atuld end the

For loop. Add the following to the Parser class.
Private Function DoNextCommand() As ParseStatus
Dim result As ParseStatus

If (Not m_BlockStack.IsEmpty) _

AndAlso _
m_BlockStack.CurrentBlock.BlockType = "for" T hen
result = New ParseStatus( -1,"™,0,0)
Else
result = CreateError(7, "Next")
End If

Return result
End Function

And that's that. Our block infrastructure will automatically take care of End For, and we
have already added Ftur our Exit and Continue processing. All that remains is to add



For and Next to the list of valid commands, and process them in DoCommand. Do that
now.
Compile and run. Test with the following:
Dim i As Integer
Print "Countdown..."
For i:=10 To 1 Stepl
Print i
Next
Print "Blast off"
int j
Fori=1to 5 Step 2
Forj:=iTo i+1
Exit For When [j==2]
Print "
Print
End For
If [i==3] Then
Continue For
Else
Print "i"
Print i
End If
Next
Print "Done"
As usual, any errors will be pointed out by the compiler.

Parsing the Select statement

And now for every parser's nightmare...the Select statement.
Actually, it's not that much of a nightmare. We haveady done the If statement. The
Select statement can be considered syntactic sugar on top of that. But this sugar has a
LOT of calories, which will add quite a bit of fat to our parser. Let's look at the syntax
again:
Select Case <expression>
{Case <vdue>
<block>}*
Default
<block>
End Select
The Select statement allows us to specify an expression, which will be the basis of all
comparisons in the block. Each time we meet a Case statement, we need to compare the
expression in that against thel&ct expression (for equality), and process the code after
the Case statement if the two expressions match. Here's the first catch: where does the
code end? Could be another Case statement, could be a Default statement, and could be
the end of the Seletlock.
Here's another issue: there cannot be any code after the Select statement, and before the
first Case. Whereas Select is the block proper, code actually appears inside case blocks.



Finally, there can be one and only one Default in a single Selaxt. Albis one's no

problem; we did this with the Else statement earlier.

Only the second issue, the one about a Case statement having to immediately follow a
Select statement, will cause any major changes to what we have so far. The other issues
can be take care of, in much the same way that we took care of the If statement.

The major difference is that we somehow need to keep track of the initial Select
expression, and compare it against every Case. We'll use the technique we used in the For
statement; w#'generate a temporary variable and store the value of the select expression
in that.

Add the following to the Parser class, the fields in the Fields section and the methods in

the Parsing section:
' Select expression variable
Private m_SelectExpressionVa riable As Symbol=Nothing

' Case flag
Private m_CaseFlag As Boolean = False

' Default flag
Private m_DefaultFlag As Boolean = False

' FallThrough flag
Private m_FallThroughFlag As Boolean = False

Private Function DoSelectCommand() As ParseStatus
Dim result As New ParseStatus

SkipWhiteSpace()

' Read the word Case

ReadName()

If CurrentToken.ToLower <> "case" Then
Return CreateError(1, "Case")

End If

' Do the Expression

SkipWhiteSpace()

result = DoExpression()

If result.Code <> 0 Then
Return result

End If

' Store old Select Expression and Default flag

' This behavior is neccessary because Select

' statements can be nested.

Dim oldSelectExpression As Symbol = m_SelectExpressionVar iable
Dim oldDefaultFlag As Boolean = m_DefaultFlag

' Make new temporary variable for new Select expression
m_SelectExpressionVariable = New Symbol
With m_SelectExpressionVariable

.Name = MakeUniqueVariableName()

.Type = m_ LastTypeProcessed

.Handle = m_Gen.DeclareVariable(.Name, .Type)
End With
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Else
result = CreateError(7, "Default")
End If
Return result
End Function

Our approach here is very similar to the way we processed the If command. We define an
ending point for the block when we parse the Select statement. Each Case statement
defines a new starting point (of the next Case or Default), performs adsomp and

jumps to that starting point if the comparison fails. If a Case or Default statement follows
a prior Case statement (m_CaseFlag is false. Remember, we set this to True when we
parse the Select statement.), an unconditional jump to the endntgspemitted before

the Case statement is processed, thus ensuring that a previous Case does not fall through
to the current one. At the end, we emit a dangling starting point if one exists, emit the
ending point, and that's that.

Notice how we processfiag called the FallThrough flag in the Case command. If
FallThrough is indicated in a Case block, the code in the next Case block (or Default
block) should also be executed, without checking the select expression.

Two things remain. First, the only statent allowed on the line following a Select

should be a Case. Actually, no. A Select statement may be followed immediately by an
End Select (rather useless, but legal) or a Comment statement, or a Rem statement, or a
Case statement, or a Default statemevi need to modify DoCommand to take care of

this. Here is the modified DoCommand, where | have also added Select, Case, Default

and FallThrough as valid commands.
Private Function DoCommand() As ParseStatus
Dim result As ParseStatus

If TokenLen gth =0 Then
result = CreateError(1, "a valid command")
Else
If CurrentToken.ToLower = "end" Then
result = DoEndCommand()
Elself CurrentToken.ToLower = "comment" Then
result = DoCommentCommand()
Elself CurrentToken.ToLower = "rem" Then
result = DoRemCommand()
Else
If Not m_InCommentBlock Then
If m_CaseFlag Then
If CurrentToken.ToLower = "case" Then
result = DoCaseCommand()
Elself CurrentToken.ToLower = "default" Then
result = DoDefaultCommand()
Else
result = CreateError(1, "Default")
End If
Else
Select Case CurrentToken.ToLower
Case "print"
result = DoPrintCommand()
Case "dim"
result = DoDimCommand()
Case "if"
result = DolfCommand()



Finally, the FallThrough command needs to be processed. We have already done the hard
work, in the Case command. All we need to do is ensure that a FallThrough command
appears inside a select block, and that it needsrtwdiately be followed by a Case or

Default statement. Here it is:
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Else
result = CreateError(7, "FallThrough")
End If
Return result
End Function

Since we have already modified DoCommand, all that remains is to add Sele¢t, Case
Default and FallThrough as valid commands in IsValidCommand. Do that now.
Compile and run. Test with the following:
Int [temPrice := 800
Dim CardType As String = "Platinum"
Dim DiscountPercent As Integer
Select Case ItemPrice/100
Case 10
DiscountPerent:= 10
Case 9
FallThrough
Case 8
FallThrough
Case 7
Select Case CardType
Case "Platinum”
DiscountPercent:=10
Default
DiscountPercent := 8
End Select
Default
DiscountPercent := 0
End Select
Print DiscountPercent
Our Select statment is pretty powerful, but not the best. That honor should go to the
Select statement of Visual Basic. However, we do have the FallThrough statement, which
Visual Basic doesn't have...yet.

Conclusion

At this point, our language has a rich set of braanwth loop constructs. The next logical
step would be procedures and functions. However, as I'm sure you noticed, our
implementation is getting somewhat unwieldy now. As | stated in the first chapter, we
took a rather "procedural” approach to building ounpier. Thus far, this approach has
allowed me to explain things easily. But we are fast reaching a point where the approach
will outlive its convenience. So, very soon, we will indulge in our first major refactoring
exercise, and come up with a more obj@eented compiler.

Another thing that will change, shortly, is our approach to scanning, parsing, and code
generation. In our current implementation, the three work very closely together. By
separating them into distinct parts, we will be able to da aflthings much more
efficiently. Now that we have understood the basics, it will be a lot easier for me to
explain each topic in a more isolated manner.



But, I'm not finished with this implementation just yet. There are a few more things we
can do to the compiler before we start working on version 2.0. And so, in the next
chapter, we will add debugging capability to our language, such that programs written in
it can be interactively debugged using any CLR debugging tool, such as the GUI
debugger that coes with the .NET Platform SDK, or Visual Studio.NET.



Debug Builds

Introduction

Debugging has around as long as programming itself, and | suspect will be around for a
while after programming becomes obsolete. Debuggers, though, came later.

To state the obous, a debugger is a program that can be used to debug other programs.
At the very least, when a program crashes, a debugger should be able tell us something
about the state of the machine when it crashed. For so calledveidebuggers, this
usuallymeans the machine language instruction that was last executed, the current values
in the machineds registers (if the machine h
the debugger is a sourtavel or symbolic debugger, like most modern ones, it shbell

able to show the original line of source code in whatever language the program was
written in, and also the current values of the variables used (as opposed to just a dump of
memory).

Modern debuggers provide many more facilities, such as runninggaaon one

instruction at a time (this is called single stepping), running a program until some point in
source code (called a breakpoint) is reached, monitoring or sometimes even changing
values of variables. A good debugger can be a very useful toglishddr removing

bugs, but also for understanding how a program works, and sometimes for detecting
performance bottlenecks.

|l f you have read the previous ten chapters,
the CLR has many advantages. In thispteg we see yet another advantage: the CLR

has good buiin facilities for debuggers. In fact, there are several good debuggers

already available for the CLR, and programs in any language that has a properly
implemented compiler can be debugged usingdadrigem.

Goal

The goal of this chapter is to enhance our compiler such that programs written using our
language can be debugged using a CLR debugger. We will test with the two debuggers
available in the .NET Framework SDK: cordbg, the commiareldebugge and

DbgCLR, the GUI debugger.

The Approach

The approach in this chapter is quite different from recent ones. We will have to add all

sorts of new capabilities to our CodeGen class to enable debugging. How is code
generation rel evdmbu.to debugging? Let s

Recall what we know about the target of our compiler. Our language (we really should

come up with a name for it) compiles down to CIL instructions. Imagine for a moment

that ultimately, what get executed are the CIL instruct®8se, ifwewerd o fAsi ngl e
stepo through our program, would each step b

% This is NOT true. IL instructions never actually get executed. As everyone (except perhaps Java
aficionados) knows, IL instructions get compiled into native machine code, during a process called JIT.
However, for now, just imagine. What is true of IL is true of machine code, too.



somehow have to know that each fistepod shoul d
language, which may translate to multiple CIL instructions?
Some debuggersight choose to take the former approach. These aretbeasb | e-d Al ow

| evel 0 debuggers. Uswually, they work at the
t han CI L. Most modefreavedkebuggkbrshameansouhey
approach.

Her ebs another related fact. Recall what we

names were important in parsing the source code, but not important at the CIL stage. In
CIL, variables are numbered in the order of declaration. CIL instructiont/ingo

variables would use these numbers. Now, when we use a debugger, we would want to see
the original names of the variables. How would the debugger correlate the variable
numbers that are available in CIL to the names used in the source language?

One ofthe many different ways of solving the problem is as follows: our compiler needs

to emit some extra information while emitting CIL. Specifically, it needs to somehow
record the information that a particular set of CIL instructions correspond to a particul

line of source code. Also, it needs to record the symbols (in our case, the variable names)
from the source code, such that these names can be used by the debugger.

Luckily for us, the Reflection Emit library that we have been using to generate CIL has
these facilities buiin. By setting some parameters and calling a few extra methods, we
will be able to produce an EXE file which contains some extra debug information along
with the actual IL. In the process, we will also produce a file with the eateRDB,

which will contain additional information that cannot readily be built into the EXE itself,
such as the symbols. Traditionally, an EXE with debug information and an accompanying
PDB is known as a debug build.

First Step

Producing debug builds ugirReflection Emit is fairly easy. In chapter 2, we saw that to
generate an EXE, we had to create an Assembly via the AssemblyBuilder class, create a
module inside that using a ModuleBuilder object, create a class (type) inside the module
using an instancef the TypeBuilder class, create a method in that class using a
MethodBuilder object, and finally generate code inside the method by using an
ILGenerator object. For generating a debug build EXE, the following steps are required:

1. When a module is being @&d, we need to specify that all code generated for
this module needs to emit the relevant symbols as well.

2. We have to specify a symbol writer for the module. This is an additional
repository of information that gets written into the PDB file mentionexv@bilt
specifies the location of the source code that the module was written in, the actual
source language, and the vendor of said language.

3. When we emit the declaration of a variable, we need to emit the symbol
information as well. The name of the vdalm as recognized in the source code
will be written to the PDB file.

4. As we parse each line of source code, we need to mark a sequence point in the
resulting CIL. A sequence point in effect indicates that all CIL instructions after
itself untilthe nextsguence point correspond to a sin
When a debugger is being used to sirgikp through the code, it will perform all



CIL instructions after a sequence point till the next sequence point as a single
step.
The first three stepsared modi fi cations to CodeGen.

Modifying CodeGen

Add the following to CodeGen.vb. Place the Imports statement with the other imports,
and the rest inside the CodeGen class.
The constructor that is shown here replaces the existing gotwtr\We need to pass in

some additional information that is useful for debug builds.
Imports System.Diagnostics.SymbolStore

Private m_debugBuild As Boolean
Private m_symbolStore As IsymbolDocumentWriter

Public ReadOnly Property DebugBuild() As Boolean
Get
Return m_debugBuild
End Get
End Property

Public Sub New( _
ByVal sourceFileName As String, _
ByVal outputFileName As String,
ByVal assemblyName As String, _
ByVal debugB uild As Boolean _

)

m_SaveToFile = outputFileName
m_debugBuild = debugBuild

' Compiling a CLR language produces an assembly.
' An assembly has one or more modules.
' Each module has one or more types:
(st ructures or classes)
' Each type has one or more methods.
' Methods are where actual code resides.

' Create a new assembly. An assembly must
" have a name. An assembly's name consists
" of up to four parts: a simple name,

"afour - part version number, the default
' Culture of the assembly, and optionally

' a public key token. At the moment, we

" will only set the simple name. The

" version number will default to 0.0.0.0

" and the culture will default to neutral

Dim an As New assemblyName

an.Name = assemblyName

m_producedAssembly =
AppDomain.CurrentDomain.DefineDynamicAssembly
(an, AssemblyBuilderAccess.Save)

' In the newly created assembly, create a

Let 6s



' module with the sa me name.
' The last parameter of DefineDynamicModule
" indicates whether debug information will
' be emitted for this assembly
m_producedmodule = _
m_producedAssembly.DefineDynamicModule( _
assemblyName,
outputFileName,
m_debugBuild _
)

" If this is a debug build, create a symbol

' store for the module.

If m_debugBuild Then

m_symbolStore = _
m_producedmodule.DefineDocument( _

sourceFileName,
Nothing, _
Nothing, _
SymDocumentType.Text _

End If

" In the newly created module, create a class called

' "MainClass".

m_producedtype = _
m_producedmodule.DefineType("MainClass")

" In MainClass, create a Shared (static) method
' with Public scope, called "MainMethod".
m_producedmethod =
m_producedtype.DefineMethod( _
"MainMeth od", _
MethodAttributes.Public _
Or

MethodAttributes.Static,

Nothing, _

Nothing _

)

" All IL code that we produce will be contained

' in MainMethod.

m_ILGen = m_prod ucedmethod.GetILGenerator
End Sub

There are three important changes here. To begin with, we pass the source file name, the
target file name, the assembly name, and a flag indicating whether a debug build should
be generated. So far, we had only been pgdbmtarget file name. Why are we passing

the extra parameters?

When a sourcéevel debugger is used to debug the applications that we compile, it will
need to display the source code. There are two choices available: we can write the
complete source codeto the symbol store (as mentioned above, this is a file with the
extension PDB. The debugger needs access to the EXE and the PDB to work properly),
or we can simply tell the symbol store that the source code can be found in a particular



source file. ThdReflection Emit library that we are using to generate the EXE (and PDB)
encourages the second option. Thus, we need to pass in the name of the source file.
Every CLR assembly has a name that is used to identify it. As the comments in the code
above statehis name can consist of up to four parts. So far, we had not given much
importance to this, and every assembly we compiled was called Main Assembly. We are,
however, slowly getting to the point where we cannot be so lafagezabout this any
more.Sovne 61 I make a start towards formalizing a
the simple name part of the assembly to almanmgtcoded value. Expect to hear much

more about this in a future chapter.

We start the creation of an assembly by calling DefimelbyicAssembly, and create a
module inside it by calling DefineDynamicModule. The third parameter to
DefineDynamicModule tells the Reflection Emit library whether debug information is to

be emitted. If it is set to True, appropriate information will betemitto the symbol store.

The symbol store itself needs to be set up, and we do that by calling the DefineDocument
method on the newly created ModuleBuilder object. The parameters for DefineBdcum
are, in order, are:

1 A URL pointing to a file which contasithe source code for this module. We pass
the name of the source file, without any path specification, to this parameter. At
the time of debugging, the debugger will look for a file with that name in the
same location as the .EXE file.

1 Certain language pes are recognized by the symbol store, including Basic, C#
and COBOL. The second parameter can specify one of these languages. In our
case, we pass Nothing.

1 Similarly, the symbol store system recognizes some vendors of programming
languages. Okay, it regaizes one vendor by default: Microsoft. The third
parameter allows us to specify the vendor. In our case, we pass Nothing once
again. More on these two parameters in a future chapter.

1 This specifies the kind of document that the file pointed to by thedarameter
is. The value we pass identifies it as a text document.

A corresponding change needs to be made to the Save method in the same class. This
gets called after we have finished parsing all our code successfully. Code in the save
method actuallyaves the assembly, after marking the single method that we create as the
starting point or entry point of the assembly. One additional thing needs to be done for
debug builds.

Change the Save method as follows. Just add the lines in bold.
Public Sub Save()

' Emit a RETurn opcode, which is the last
' opcode for any method
m_ILGen.Emit(OpCodes.Ret)

' Actually create the type in the module
m_producedtype.CreateType()

' Specify that when the produced assembly

" is run, execution will start from

' the produced method (MainMethod). Also, the
' produced assembly will be a console

" application.



m_producedAssembly.SetEntryPoint( _
m_producedmethod, _
PEFileKinds.ConsoleApplication)

"If this is a debug build, set the User

' Entry Point, which is the point where a

' debugger will start stepping

If m_debugBuild Then
m_producedmodule.SetUserEntryPoint(m_producedmethod)

End If

m_producedAssembly.Save(m_SaveToFile)

End Sub
As stated in the comment, we specify a User Entry point if this is a debug build. If we
miss this step, some debuggers will not be able to properly stepethrough
applications that we compile.
Next, make the following change to the DeclareVariabléhoe Just add the lines in
bold.
Public Function DeclareVariable( _

ByVal Name As String, _

ByVal VariableType As System.Type _

) As Integer

Dim Ib As LocalBuilder

Ib = m_ILGen.DeclareLocal (VariableType)

If m_debugBuild Then
Ib.SetLocalSyminfo(Name)

End If

Return m_VariablesList.Add(lb)
End Function

You may recall that when we first created the DeclareVariable method, | had pointed out
that we were not doing anything Withe variable name. At that point, we had no use for
the name, because CIL deals with the variable number. Now, for debug builds only, we
provide the variable name to the symbol store by calling the SetLocalSyminfo method on
the newly create LocalBuildebject.

Finally, add the following method to the CodeGen class.
Public Sub EmitSequencePoint( _

ByVal startLine As Integer, _

ByVal startColumn As Integer, _

ByVal endLine As Integer, _

ByVal endColumn As Int eger _

)

m_ILGen.MarkSequencePoint( _
m_symbolStore, _
startLine, _
startColumn, _
endLine, _
endColumn _

End Sub



This will allow us to place a Sequenieint in the CIL that we generate, as defined

above. A sequence point, as mentioned above, appears before a set of CIL instructions.
The corresponding symbol information states that the instructions from this sequence
point up to the next one represerg gource code statement that can be found starting at

a particular line and column and ending at a particular line and column in the source code
file pointed at by our symbol store. We will call this method from our parser where
relevant.

Changing the Compiler

Now that we have changed the constructor for our CodeGen class, we need to change the
class that invokes it as well. Make the following changes to the Main method of the
Compiler class, in Compiler.vb. Changed lines are marked in bold.
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End If

End If

thisParser = New Parser(reader, gen)
status = thisParser. Parse()
With status

If .Code <> 0 Then
Console.WriteLine( _
"Error at line {0}, column {1} : {2}", _
.Row, .Column, .Description)
Return 1
Else
gen.Save()
Console.WriteLine("Done.")
Return O
End If
End With
End Function

If there is no commantine argument to our compiler, we create a CodeGen object
passing an empty source file name, ARTest
assembly name, and no debug information. If there is an argument, and it is the name of a
valid file, we create a CodeGen object with the argument as the source file name, the
same name but with the extension replace with .exe as the target file nanamehe s

name with the extension removed as the assembly name, and debug information. We
borrow a trick from Visual Studio here, and set the assembly name to the name of the
target file, minus the .EXE extension.

So, at the moment, if we compile a file contagmsource code, a debug build will be
generated.

Changing the Parser

Now, all that remains is to mark the beginning of each statement as a sequence point in
the CIL. The place to do that is the parser class. We know where the parsing of each
statement iour lineoriented language begins: in the DoLine method. We could emit a
sequence point there. But do we really want to?

Sequence points are used for several purposes. The one which is most relevant to us is
single stepping. When a debugger is singteppng through a program, it stops at each
sequence point. Now, there are certain lines where we would not want the debugger to
stop. We should not emit sequence points for such lines. In the language that we have
defined so far, we should not emit sequenuiats for:

Variable declarations, unless they also have an assignment.

Lines containing the REM command

Entire COMMENT blocks

Lines containing ELSE or DEFAULT statements

Lines containing REPEAT or LOOP statements

END statements, except in the case of ENEPEAT

Lines containing CASE or ELSEIF statements

= =4 -8 -8 -8 -9 9



The reason is that none of these, except the last, actually generate any CIL code. The
statements in the last case, too, do not generate CIL that exactly corresponds to that line.
An explanation of the presus sentence can be found below.
The decision to emit a sequence point, therefore, cannot be generically handled in
DoLine. It will have to be split among the three majordim@ndling methods:
DoCommand, DoTypeFirstDeclaration, and DoAssignmentStatement.
In fact, we can skip the last two. DoTypeFirstDeclaration can be skipped because as we
discussed above, lines containing variable declarations should only get a sequence point
if they have an assignment. Since all assignments are actually done in treddofent
method, emitting the sequence point there will take care of both DoTypeFirstDeclaration,
and DoAssignmentStatement.
But before all that, how do we actually emit the sequence point? Add the following to the
Parser class in Parser.vb. PlaceitmthiHel per Functionso region.
Private Sub GenerateSequencePointHere()
" If this is a debug build
If m_Gen.DebugBuild Then
' Generate a sequence point that corresponds
' to the current source line. Line numbers in
' the symbol store are 1 - based, and column
' numbers are 0 - based. We have to pass the
' starting and ending lines and columns
"in the source for the statement. We always
' pass the current line, and the first and
' last column of the current line.
m_Gen.EmitSequencePoint( _
m_LineCount, _
0, _
m_LineCount, _
m_LineLength +1

)

End If
End Sub

The comments say it all. The nice thing about hg lineoriented language is that we
can make blanket assumptions about the starting and ending positions of the statement.
Now, we need to call this at appropriate places. The easiest one is DoAssignment.

Modify the DoAssignment method as follows. Jadt the bold line.
Private Function DoAssignment(ByVal variable As Symbol) _
As ParseStatus
Dim result As ParseStatus

GenerateSequencePointHere()

' Do the expression
" matching the variable type
SkipWhiteSpace()
Select Case variable.Type.ToString
Case "System.Int32"
result = DoNumericExpression()
Case "System.String"
result = DoStringExpression()
Case "System.Boolean"
result = DoBooleanExpression()



This will take care of every statement where an assignment occurs. Now, DoCommand is
a little trickier. Modify it as follows, adding the bold lines:
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Case "repeat"”
resu It = DoRepeatCommand()
Case "until"
result = DoUntilCommand()
Case "loop"
result = DoLoopCommand()
Case "for"
GenerateSequencePointHere()
result = DoForCommand()
Case "next"
GenerateSequencePointHere()
result = DoNextCommand()
Case "select"
GenerateSequencePointHere()
result = DoSelectCommand()
Case "case"
result = DoCaseCommand()
Case "default”
result = DoDefaultCommand()
Case "fallthrough"
GenerateSequencePointHere()
result = DoFallThroughCommand()
Case Else
result = CreateError(2, _
CurrentToken)
End Select
End If
Else
" Ignore the rest of the line
m_CharPos = m_LineLeng th
"and return a "successful" result
result = New ParseStatus
End If
End If
End If

Return result
End Function

We generate a sequence point only for those commands that require one.

Two importan places where the sequence points are missing are the Loop and Repeat
commands, and the Until command. The Loop and Repeat commands, if you remember
the previous chapter, do not generate any CIL per se, and as such should not have
sequence points. Howeveince they start loops, not setting sequence points on them
makes the debugging experience slightly uncomfortable, as we shall see soon.

The Until command is a synonym for End Repeat. It does generate CIL: the condition
check, and as such should hawweguence point. Due to the nature of our

implementation, we should call the GenerateSequencePointHere method from inside the
DoUntilCommand method. This will take care of Until command as well as the End
Repeat statement.

Modify the DoUntilCommand methodsdollows, by adding the bold line:
Private Function DoUntiiCommand() As ParseStatus
Dim result As ParseStatus



And wedre done, for now. Let

The Test program
Create a new file called TestDebug.txt, and add the following into it:
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Dim DiscountPercent As Integer
Select Case ItemPrice/100
Case 10
DiscountPercent:= 10
Case 9
FallThrough
Case 8
FallThrough
Case 7
Select Case CardType
Case "Platinum"
DiscountPercent:=10
Default
DiscountPercent := 8
End Select
Default
DiscountPercent := 0
End Select
Print DiscountPercent
Compile it using
Compiler TestDebug.txt
Notice that our compiler now produces two output files: TestDebug.exe and

TestDebug.pdb. We are now ready to test with a debugger.

Debugging with cordbg

Issue the following command:

cordbg TestDebug.exe
The .NET debugger will load our executable, and show a prompt. At this point, we can
debug our application using the cordbg commands, which are short words ocosingle
two-letter abbreviatins that are typed in at the prompt. Some commands that are
interesting to us are as follows:

n or next steps over the next source line. This will display a line of source cod
our language) and execute it.

g or go continues the program. This commamii run the program from the
current line. The program will run to completion, or until it hits a
breakpoint.

stop <x> sets a breakpoint at source line number <x>.

p or print shows the values of variables. It the command is used as is, all varie
areshown. You can also, for example, use print i.

q quits the debugger.

You should be able to debug the output of our compiler in the same way you can debug a
debug build created by any .NET language.

Debugging with the GUI Debugger

| like command lines ahconsole applications. However, | believe that there are certain
applications that cry out for a GUI, and a debugger is the top item in that list.

For those who dondédt have or wonodot wuse Visual
GUI debugger. The execliie is called DBGCLR.exe, and can be found in the

GuiDebug directory under the Framework SDK directory. Unfortunately, this directory is



not put on the path, nor is a shortcut <creat
even know itodos there.

Anyway, dart the GUI debugger by locating and running the executable. Then, from the
Debug menu, choose the Program to Debug command. In the dialog box that appears,
specify TestDebug.exe as the program to debug. At this point, the debugger is ready.
This debuggehas all the features that one can expect from a modern debugger. You can
single-step; set breakpoints in source code, and watch the values of variables in a watch
window. You can even change the value of variables inax@tution. All this is

available 6r debug builds compiled by our compiler.

Start the debugging process by pressing F10, which is the key for-siagf@ng. At this
point, the debugger will offer to load our source file, and then proceed to-stegle

through it. Note the yellow (by dadilt) highlight on the line currently being debugged.

The highlight marks the start and end of the sequence points we have been emitting. If
you remember, we always emit O and m_lineLength+1 as the starting and ending
columns. That is why an entire line sdurce code, white space and all, gets highlighted
while we are debugging.

Bonus: Debugging with Visual Studio

Most people are used to debugging using Visual Studio. We can debug our language in
that environment too.

Start a new Blank Solution in Visuatuslio. Choose to add an existing project, and when
prompted, choose the TestDebug.exe file. When you start the debugger, Visual Studio
may ask you to locate the source file, in this case TestDebug.txt. Remember, we had just
passed the name of the sourcdefile when we created the symbol store. If we had

passed the full path, Visual Studio would not have asked.

You can use just about any debugging feature Visual Studio provides with our language.

Missed a step

While using any of the above debuggers, wiemnotice that there are certain lines where
the debugger will not stop. We left these out deliberately, by deciding where to place
sequence points. Such lines include REM statements, COMMENT blocks, REPEAT
statements, and all END statements except ENBEKE . As discussed before, none of
these statements actually compile down to CIL. However, the debugger should stop at
some of these statements.
Why am | saying this? | donét really have a
shows the executioof each statement, and REPEAT, LOOP, END IF, ELSE etc. are
statements. | can understand it if the debugger does not stop at a variable declaration or a
comment, but it should stop at those other cases.
We cannot just emit a sequence point when we paese ftatements. A sequence point,
as discussed, is just a marker for CIL instructions corresponding to a line of source. We
will have to generate some CIL to correspond to these statements.
This is a cue to introduce my favourite CIL instruction: nop. Tsguction does
nothing. For debug builds, every time we encounter:

1 a REPEAT or a LOOP statement

1 an ELSE or a DEFAULT statement

1 an END statement (except END REPEAT)



we should emit mark a sequence point and emit a nop.

Does this seem wasteful? Areweitak g t oo much trouble and gene
executables just to give what | think is a good debugging experience? Well, debugging

needs to be as explicit and comfortable a process as possible. Our language syntax has

some amount of noiseords, but thais a part of its design. Tweaking the debugger

experience around the syntax will make debugging more natural.

Besides, we are in very good compény

Letds add the nop instruction to our CodeGen
another instruction:era k. Thi s simply triggers the debug
that is patched into any code by debuggers themselves to implement breakpoints. We will

see why we need the break instruction shortly.

Add the following to the CodeGen class, in CodeGen.vb.
Public Sub EmitNOP()

m_ILGen.Emit(OpCodes.Nop)
End Sub

Public Sub EmitBreak()
m_ILGen.Emit(OpCodes.Break)
End Sub

Now, as discussed above, we need to emit a nop for some of our commands. Make the
following changes in the Parser class, in ParseAdd the first method below, in the

Helper Functions region. In all the other methods shown, just add the lines in bold.
Public Sub GenerateNOP()

' We need to generate a NOP instruction for

' some commands, only for debug builds

If m_Gen.Debug Build Then

m_Gen.EmitNOP()

End If

End Sub

Private Function DoRepeatCommand() As ParseStatus
Dim result As New ParseStatus

Dim startingpoint As Integer
Dim endingpoint As Integer

SkipWhiteSpace()

' There should be nothing after Repeat
If Not EndOfLine Then

result = CreateError(1, "end of statement”)
Else

' Generate and emit startingpoint
startingpoint = m_Gen.DeclareLabel()
m_Gen.EmitLabel(startingpoint)

* Visual Basic does this. When you compile a debug build of a Visuat Bppiication, NOPs are inserted

such that the debugger can step on statements such as End Function. People who know just enough about

CIL (and nothing about Visual Basic) have studied this CIL and concluded that the Visual Basic compiler

generates lessfafient CIL than the C# compiler. In India, there is a Sanskrit sayiipyidya Bhayankari

which means #ALittle knowledge is terribled. 1 édm rant
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Please read the comments in the modified methods. Whereas sequence points and NOPs
do not affect execution logic in any way, they have to be placed at the cooecinsihe

CIL strean® for the debugging experience to be accurate. The comments show how a
correct spot is located in the relevant situations.

°A fancy term for the entire set of CIL instructions that we generate. Nothing to do with I/O streams.
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At this time, there remain only two executable statements that do not get sequence points
generated: the CASE aELSEIF statements. Unlike the ones that we just covered, these
statements do result in CIL being generated, and therefore do not require a NOP.
However, there are several jumps and labels involved. To get it right, the sequence point
has to be generated the right spot. This is different from all other commands, where we
could generate the sequence point directly on parsing the name of the command itself.

Modify the DoCaseCommand and the DoElselfCommand methods as follows.
Private Function DoCaseCommand () As ParseStatus
Dim result As New ParseStatus

Dim currentBlock As Block = Nothing
If Not m_BlockStack.IsEmpty Then

currentBlock = m_BlockStack.CurrentBlock
End If

" If we are not in a select block, no case statement
If ¢ urrentBlock.BlockType = "select" Then
' If default statement has already been processed
' get out
If m_DefaultFlag Then
Return CreateError(7, "Case")
End If

' This could be the first case statement, or t he end

' of the previous case statement. In the latter case,

'we need to emit a jump to the current block's

' endingpoint before we start processing this case

' statement

If Not m_CaseFlag Then
'This i s the end of the previous case statement
m_Gen.EmitBranch(currentBlock.EndingPoint)

End If

' If the fallthrough flag is set, we need to jump over

' the condition. So we generate a label and emit a jump

' Fallth rough is weird (Yes, unprofessional comment)

' (Don't sue me).

Dim fallThroughLabel As Integer

If m_FallThroughFlag Then
fallThroughLabel = m_Gen.DeclareLabel()
m_Gen.EmitBranch(fallThroughLabel)

End If

' Emit the current Startingpoint if there is one

If currentBlock.StartingPoint <> -1 Then
m_Gen.EmitLabel(currentBlock.StartingPoint)

End If

' Note that the sequence point

' is being emitted AFTER th e
' startingpoint label is emitted. This

" will ensure that when the debugger

' jumps to a CASE in a SELECT block,
" it will highlight the CASE statement
GenerateSequencePointHere()
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m_Gen.EmitBranchlfFalse(.Star tingPoint)
End If
End If
End If
End With

Return result
End Function

|l &m sure you can see the pattern here. I f a
sequence point should be generated after the labelmgate jump target has been

emitted.

Compile our compiler, and use it to compile TestDebug.txt. Then debug TestDebug.exe.
Singlestepping will now work perfectly.

To get a complete understanding of all this, you need to sstgfethrough the entire

TesDebug program, before and after making the changes in this section. Remember,

patience is a cardinal virtue when debugging.

A final note: ideally, the method implementing each command should decide where to

place the sequence point, like the ones we ditisnsection. This is cleaner and more

maintainable than placing calls to GenerateSequencePointHere in DoCommand, like we

did fall all the other commands. We should remove the calls from DoCommand and place
them in the vari ous seavtelhentdas theyAre. Consider thiso ment |
fix triaged to the next version.

Stop

Some languages have a command which immediately invokes the debugger. Jscript, for
example, has the debugger command, and Visual Basic has Stop. We might want to do
this when debgging a very complex If or Select block: if the execution ever gets to this
point, | want to know about it, so pop up the debugger.

Such a command becomes even more useful when paired with a condition. Usually, if the
condition evaluates to false, them ttiebugger should be invoked. This technique is

called assertion. An "assert" is an assumption or a condition that is intended to be true. If
the condition evaluates to false (there is an assertion failure), there is something wrong.
In such a case, ideglla debugger should be invoked.

Of course, this statement should only work for debug builds. Foedabuag builds, it

should be silently ignored.

We will borrow from Visual Basic, and call our statement Stop. But we will extend it to
add an optional Whetlause, which can specify a condition as mentioned above, except
that the debugger will be invoked if the condition is true.

The required CIL instruction, break, is already in CodeGen. So all we have to do is parse
our Stop statement.

Add the following tothe Parser class in Parser.vb.
Private Function DoStopCommand() As ParseStatus
Dim result As New ParseStatus

SkipWhiteSpace()
' If there is no When clause

If EndOfLine Then
If m_Gen.DebugBuild Then



' Emit a break
m_Gen.EmitBreak()

GenerateSequencePointHere()
GenerateNOP()
End If
Else
' Read the word 'when'
ReadName()

If Not CurrentToken.ToLower = "when" _
Then
result = CreateError(1, "When")
Else
SkipWhiteSpace()

' Parse the condition
result = DoBooleanExpression()

If result.Code = 0 AndAlso _
m_Gen.DebugBuild Then
Dim afterBreakPoi nt As Integer = _
m_Gen.DeclareLabel()

' If the condition evaluates to
' false, jump past the break
m_Gen.EmitBranchlfFalse(afterBreakPoint)

' Emit the break
m_Gen.EmitBreak()

GenerateSequencePointHere()
GenerateNOP()

' Emit the label
m_Gen.EmitLabel(afterBreakPoint)
End If
End If
End If

Return result

End Function

There are two things to note here. One, we generate code only if this is a debug build.
Otherwise, the Stop statement is checked for correct syntax, but silently ignored as far as

code generation is concerned.

Secondly, notice how we are calling GeneratgpincePointHere and GenerateNOP. The
problem is that the debugger stops at the first sequence point after a break instruction. We
want this to represent the Stop statement itself. Therefore, we use our usual trick of

generating a sequence point followadabNOP.

Now, we should recognize Stop as a valid command by making relevant changes to
DoCommand and IsValidCommand, as shown in previous chapters. Do that now.
Test this by modifying the file TestDebug.txt. Add the lines in bold.

COMMENT

This program uses just about every feature of
our language. It should be fun to debug.
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Compile it with our compiler, and run it under a debugger without ssigieping. The
results should be as expected.

Compiler switches

One nore modification and we can close out this chapter. Debug builds are very helpful

during the development process. However, as we have seen, a lot of additional

information is generated in a debug build. Once we have the program working exactly the
waywewant iit, we dondt need to generate all th
believe me) slow down the program.

So, we will modify the Compiler class such that we can pass a corimargiitch that

indicates if a debug build is desired. If nothiagridicated, we will compile a nesrebug

build. While we are at it, we will add one more commtéind switch as well, for

specifying the name of the output file.

Here is the rewritten Compiler class. Change it in compiler.vb.
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